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Abstract. State-of-the-art deep neural networks have achieved impressive results on many image classification tasks. However, these neural networks consistently misclassify adversarial examples that humans
can clarify correctly classified, the adversarial examples result in the model outputting an incorrect answer
with high confidence. Therefore, a black box attack method for efficiently generating a large number of
adversarial samples using GAN is proposed. These attack samples are very similar to real images and can
fool deep neural networks. Extensive experimental results show that our approach perform well in the task
of generate samples of adversarial attacks.
Keywords: Adversarial attack · Deep neural networks · Adversarial samples · Generative adversarial
networks.

1

Introduction

Deep Neural Networks (DNN) have recently achieved very good performance on various pattern recognition
tasks, but they are easily fooled[1]. Adversarial attacks are often instantiated by adversarial examples to force
a learned classifier to misclassify the resulting adversarial samples, while remaining correctly classified by a
human observer[2]. This can be used to attack face recognition[3] and autopilot[4], etc.
In this paper, we introduce the black-box attacks against DNN classifiers. We assume the adversary has
no information about the structure or parameters of the DNN, and does not have access to any large training
dataset. The adversary’s only capability is to observe labels assigned by the DNN for chosen inputs.
Our new attack strategy is to use a synthetic training data set, then train the local model to replace the target
DNN, finally GAN (Generative Adversarial Networks) generate adversarial samples. Adversarial examples are
not only misclassified by the substitute model but also by the target DNN, because both models have similar
decision boundaries. Our proposal method generate a large number of adversarial samples in batches at a time,
it generate adversarial samples for targeted attacks and non-targeted attack samples, it is more effective to
previous works[5].

2

Related Research

In this chapter, we present some of the technical terms used for adversarial attacks, and introduce previous
work studies on attacks against neural networks.

2.1

Definitions of Terms

We describe the common technical terms used in the adversarial attacks on deep learning. The remaining article
also follows the same definitions of the terms.
– Adversarial example/image. It is a image that is intentionally perturbed (e.g. by adding noise) or generated
to fool a machine learning technique, such as deep neural networks.
– Black-box attacks. It means that the attacker does not understand the parameter values, architecture,
training methods and training data of the attacked model. Only the output label of the model to the input
can be obtained.
– White-box attacks. We assume that we know the relevant details of the model, including its parameter
values, architecture, training method, and in some cases its training data as well.
– Targeted attacks. The model assigns images to the specified error classification. In contrast to non-target
attacks, the predictive label of the adversarial image is irrelevant as long as it is not the correct label.
Australian Journal of Intelligent Information Processing Systems

Volume 15, No. 2

2

2.2

ICONIP2019 Proceedings

21

Y. Liu, W. Yang et al.

Related Method

DeepFool Moosavi-Dezfooli et al.[6] proposed to compute a minimal norm adversarial perturbation for a given
image in an iterative manner. The closest decision boundary is found from the normal image in the image space,
and then the boundary is crossed to fool the classifier. It uses a linear approximation to iteratively solve this
problem. More specifically, for each iteration, it surrounds the intermediate linearization classifier and derives
the best update direction on the linearization model. Then update the image in this direction with a small step
size. At each iteration, the algorithm perturbs the image through a small vector, accumulates the perturbation
added to the image by repeating the linearization update process to calculate the final perturbation until the
image crosses the decision boundary.
Single-Pixel Attack In Su et al. [7]’s method, instead of modifying multiple pixels, only one dimension is
modified, but the strength of the modification is not limited, so it is called single-pixel attack. The main core
algorithm of the single-pixel attack method is the differential evolution algorithm (DE), an adversarial example
is calculated by using the concept of differential evolution. For clean images, they randomly modify the RGB
values to create sub-items so that the sub-items compete with their parents for the next iteration, and the
network’s probabilistic predictive labels are used as an adaptive criterion. The last surviving child is used to
change the pixels in the image.

3

Adversarial Attacks Methodology

We consider a weak adversary with access to the DNN output only. The adversary has no knowledge of the DNN.
The difference between us and other methods is that combined with the classic black box attack[8] combined
with the GAN attack, a more practical and powerful attack method is produced. We assume that the target
attack model is O, and the alternative model we produced is F. Because of the transferability property between
F and O, the samples of F are also misclassified by O. This leads us to propose the following strategy in Fig.1:

Fig. 1. GAN generates a adversarial sample algorithm framework

1. Generating a synthetic datasets - We use Jacobian-based dataset augmentation technique to generate
train images.
2. Substitute Model Training - The attacker queries the target attack model with synthetic inputs selected
by a Jacobian-based heuristic to build a model F approximating the oracle model O’s decision boundaries.
3. Adversarial Sample Crafting - The attacker uses substitute network F to craft adversarial samples, which
are then misclassified by oracle O due to the transferability of adversarial samples.
3.1

Generating a Synthetic Dataset

To better understand the need for synthetic data, note that we could potentially make an infinite number of
queries to obtain the oracle’s output O(x) for any input x belonging to the input domain.After a certain number
of random input tests, it is possible to basically determine how many classifications there are.Because the input
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image has many dimensions, and the value of each dimension is continuous. Furthermore, it is impossible to
traverse the real input all at once, and making a large number of queries renders the adversarial behavior easy
to detect.
We introduce a heuristic efficiently exploring the input domain and drastically limits the number of oracle
queries. We use this technique named Jacobian-based Dataset Augmentation, first create a batch of random data
and let the attacked model output the corresponding label. Then the heuristic used to generate training inputs
is based on identifying directions in which the model’s output is varying, around an initial set of training points.
based on the previous batch of random data, a new batch of probe data was constructed and tagged. At this time,
the Jacobian matrix was used. Such directions intuitively require more input-output pairs to capture the output
variations of the target network O. These directions are identified with the substitute model’s Jacobian matrix
JF , which is evaluated at several input points x. Precisely, the adversary evaluates the sign of the Jacobian
matrix dimension corresponding to the label assigned to input x by the attacked model: sgn(JF (x) [O(x)]). To
obtain a new synthetic training point, a term λ · sgn(JF (x) [O((x)]) is added to the original point x. We name
this technique Jacobian-based Dataset Augmentation. We base our substitute training algorithm on the idea of
iteratively training the model in directions identified using the Jacobian.
3.2

Training Alternative Model

In the study of Goodfellow et al.[9], it has been experimentally proved that the adversarial samples obtained
from one particular model are still valid on the network trained by another model or even another data set, and
even they will misclassify the adversarial samples. For the same class. This is because the adversarial samples are
highly consistent with the model’s weight vector, and different models learn similar functions in order to train
to perform the same task. In [8], it shows that the type, number, and size of layers used in the substitute DNN
have relatively little impact on the success of the attack. Adversaries can consider performing an architecture
exploration and train several substitute models before selecting the one yielding the highest attack success.
Training a substitute model we need to select an architecture for our substitute targeted network’s architecture,
for instance, a convolutional neural network.
3.3

Deep Convolution Generative Adversarial Networks

Our attacks build on Deep Convolution Generative Adversarial Networks (DCGANs) to create images that
closely resemble real ones (Fig.2).GAN[10] is a deep learning model, in the framework (at least) two modules:
the Generative Model and the Discriminative Model.

Fig. 2. The model framework consists of two modules: the generated model and the discriminant model that produce
good output during the mutual game learning process.

G is a network that generates pictures, it receives a random noise z, generates a picture through this noise,
and records it as G(z). D is a discriminating network that discriminates whether a picture is ”real”. Its input
parameter is x, x represents a picture, and the output D(x) represents the probability that x is a real picture.
In the training process, the goal of generating the network G is to generate a real picture as much as possible
to deceive the discriminant network D. The goal of D is to separate the G generated image from the real image.
Thus, the two models reach equilibrium during the game and generate images that are very similar to the
training data.In practice, GAN’s training proceeds iteratively, and alternates between updating the parameters
of G and D via back-propagation. G is trained to minimize the following function:
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LossG (Z, D) =

X

lg(1 − D(G(z)))

(1)

z∈Z

LossG is minimized when G misleads D, D is trained to maximize the following function:
X
X
GainD (G, Z, data) =
lg(D(x)) +
lg(1 − D(G(z)x))
x∈data

(2)

z∈Z

GainD is maximized when D emits 1 on real samples, and 0 otherwise.
DCGAN is a combination of CNN(convolutional neural networks)[11] and GAN, it simply replaces GAN’s
G and D with two CNN. DCGAN has made some changes to the structure of the convolutional neural network
to improve quality and speed. It cancels all pooling layers, in the G network, the transposed convolutional(also
known as deconvolution) layer is used for upsampling.
3.4

Attack Framework

Our models are trained to generate adversarial outputs that can mislead neural networks in our case. Formally,
three neural networks are involved in training: a generator G; a discriminator D; and a pre-trained DNN that
is substitute classification model of target model O is denoted by F (·). When given an input x to the DNN, G
is trained to generate outputs to fool F (·) and is inconspicuous by minimizing.
Lossadv (k, Z, D) = k · LossG (Z, D) + (1 − k) · LossF (G(Z))

(3)

We minimize LossG aims to generate real-looking outputs that mislead D. LossF is a loss function defined
over the DNN’s classification that is maximized when training G, because −LossF is minimized. The definition
of LossF depends on whether the attacker aims to achieve dodging or impersonation. k are parameters that
balances of G and F , For target attack, we use:
X
LossF (G(Z)) =
(1 − Fi (G(Z)))
(4)
We set the target class of our attack class is i, we want to cheat the classifier against the sample is i category.
X
LossF (G(Z)) = −
(1 − Ft (G(Z)))
(5)
For no-target attack we use Eqn.5, we set t to be the original category of our training data. We want to trick
the classifier against the sample in other categories than t.
We choose the aforementioned definition of LossF because we empirically found that it causes the training
to converge faster or loss functions defined via cross entropy used in prior work. we discuss it further below.
As part of the training process, D is trained to maximize GainD . By doing so, D adjusts its weights to G,
helping G to generate more realistic examples. In contrast to D and G, F (·)’s weights are unaltered during
training.
The algorithm is provided in Alg.1. The algorithm takes as a preinitialized generator and discriminator, a
classification neural network alternative to the target model, a dataset of real examples. G receive random noise
Z, the maximum number of F (·)0 s training epochs Nf , the maximum number of G’s training epochs Ne , the
size of mini-batches sb , the target class of the attack t, and k (a value between zero and one). The result of the
training process is an adversarial generator that creates outputs that fool F (·). In each iteration of training,
either D or G are updated using a subset of the data that is randomly chosen. D’s weights are updated via
gradient ascent to increase GainD . G’s weights, in contrast, are updated via gradient descent to minimize the
value of Eqn.2. To balance the generator’s two objectives, the derivatives from GainD and LossF are carefully
joined. We do so by normalizing the two derivatives to have the the lower Euclidean norm of the two and then
add them together while controlling, via setting k, which of the two objectives gets more weight. When k is
closer to zero, more weight is given to fooling F (·), and less weight is given to making the output of G realistic.
Conversely, setting closer to one puts more weight on making G’s output resemble real examples. Training ends
when the maximum number of training epochs is reached, or when F (·) is fooled in the desired manner.

4

Experimental

The following two metrics are used for evaluating the performances of the proposed fooling networks:
– Success Rate - In the case of non-target attacks, it is successful as long as the adversarial sample is assigned
to any misclassification. In the target attack, it is successful that adversarial sample is classified into the
specified label.
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Algorithm 1 :Target Attack,for oracle O
Input: X, G, D, F (·) , dataset, Z, Ne , Nf , sb , t, k ∈ {0, 1}
Output: Adversarial samples gens
1: for ρ ← 1 to Nf do
2:
Sρ ← {x, O(x) : x ∈ dataset};
3:
train F by using Sρ ;
4:
dataset ← {x + λ · sgn(JF [O(x)]) : x ∈ Sρ } ∪ dataset;
5: end for
6: for ρ ← 1 to Ne do
7:
for batch ∈ dataset; do
8:
gen ← G(Z);
9:
batch ← concat(gen, batch);
10:
if even iteration then
11:
// update D
D
12:
update D by back propagating ∂Gain
;
∂batch
13:
else
14:
// update G
G
15:
d1 ← − ∂Loss
;
∂gen
16:
compute forward pass F (gen);
F
17:
d2 ← ∂Loss
;
∂gen
18:
d1 , d2 ← normalize (d1 , d2 );
19:
d ← k · d1 + (1 − k) · d2 ;
20:
update G via back propagating d;
21:
if F (x) == t then
22:
gens = gens ∪ gen
23:
end if
24:
end if
25:
end for
26: end for

– Confidence - It indicates accumulate the values of probability label of the target class for each successful
adversarial sample , then divided by the total number of successful adversarial samples. Higher confidence
means it is more confident for the incorrect class.

4.1

Setup

All of our tests performed the Fashion-MNIST and CIFAR10 data sets. We train 3 types of convelution networks:
LeNet,VGG[12], GoogleNet[13] as target image classifiers on CIFAR-10[14] and Fashion-MNIST data set, the
network structure is listed below. Conv refers to convolution, Deconv to de-convolutional, FC to fully-connected
layer, Flatten to vectorization of matrices, LrB to batchnorm followed by a leaky rectified-linear layer, LReLu
to leaky rectified-linear layer, MP to max-pooling layer with 2 × 2 window size, RB to batch norm followed by a
rectified-linear layer, IC to inception layer,and tanh to hyperbolic tanget. All convolutions and de-convolutions
in G use 3 × 3 filters. The detector’s convolutions use 3 × 3 filters.
– LeNet: Conv → M P → Conv → M P → F C → RL → F C → sof tmax
– VGG16: Conv ∗ 2 → M P → Conv ∗ 2 → M P → Conv ∗ 3 → M P → Conv ∗ 3 → M P → F C → F C
sof tmax
– GoogleNet: Conv → M P → Conv → M P → IC → IC ∗ 2 → M P → IC ∗ 5 → M P → IC ∗ 2 → AP
DP → liner → sof tmax
– G(generator): F C → RB → Reshape → Deconv → RB → Deconv → RB → Deconv → RB
Deconv → tanh
– D(discriminator): Conv → LReLu → Conv → LrB → Conv → LrB → Conv → LrB → F latten
F C → Sigmoid
– F(detector): Conv → RB → M P → Conv → RB → Conv → RB → F C → sof tmax

→
→
→
→

For each of the attacks on the three types of neural networks 500 natural image samples are randomly
selected from the CIFAR-10 test dataset to conduct the attack. For each natural image, nine target attacks are
launched trying to perturb it to the other 9 target classes. Overall, it leads to the total of 36000 adversarial
images created.
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Fig. 3. Sample of adversarial images from Fashion-MNIST. Each column represents input classes 0 to 9,while each row
represents target classes 0 to 9.

5

Results

The comparison of the properties of the different methods is shown in Table 1.The result of the image generation
is Fig.3 and Fig.4. The success rates and adversarial probability labels on three networks are shown in Table
2 and the comparison of different parameters setting is shown in Table 3.Fig.5 shows the average probability
values for different classes of attack samples generated by our algorithm.

Fig. 4. Sample of adversarial images from CIFAR-10. Each column represents input classes 0 to 9, while each row
represents target classes 0 to 9.
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Generated adversarial sample

Based on the sample input to GAN, we generated a picture similar to the sample but can deceive the neural
network. We used the target attack and non-target attack methods to input the pictures to GAN, and generated
a large number of pictures that can be classified into other categories. Generated images according to CIFAR-10
are also classified into a large number of other categories.Experiment results after training, the generator was
able to generate arbitrarily many adversarial examples that appear comprehensible to human observers, but are
misclassified by the digit recognition DNN(Fig.3,Fig.4).
5.2

Method attribute comparison

The mainstream attack methods are L-BFGS[15], FGSM[12], BIM, DeepFool, JSMA[16], etc, the comparison
of the properties of the different methods is shown in Table 1. our method is based on black box. Such a good
black box attack method is not much, and the real scene is more practical. and can be applied in both specified
target attacks and non-target attacks. Our attack method can specify a picture, copy the attack samples of a
specific picture generated after expanding into the training set of GAN, or generate a large number of different
attack samples according to a large number of different training pictures.
Table 1. Comparison of different methods of adversarial attack
Method Black/White box Targeted/Non-targeted Specific/Universal
L-BFGS
White box
Targeted
Image specific
FGSM
White box
Targeted
Image specific
One-pixel
Black box
Non Targeted
Image specific
DeepFool
White box
Non targeted
Image specific
GAN Attack
Black box
targeted
Universal

5.3

Success Rate and Probability Labels

The success rates on three types of networks show the generalized effectiveness of the proposed attack through
different network structures. Each image can be perturbed to other target classes for each network. By dividing
the adversarial probability labels by the success rates, the confidence values (i.e. probability labels of target
classes) are obtained which are 85.78%, that significantly improve the confidence values.
Table 2. Success Rate and Adversarial Probability Labels
Method Success Rate Confidence
L-BFGS
89.43%
82.21%
FGSM
93.67%
93.67%
One-pixel
66.08%
97.93%
DeepFool
82.03%
78.03%
GAN Attack
96.85%
85.78%

We report in Table 2 the accuracy and average robustness of each classifier computed using different methods.
It should be noted that the images generated by our approach more similar to the real images.
Table 3. Influence of different parameters
parameter
k=0.1
k=0.2
k=0.3
k=0.4
k=0.5
k=0.6
k=0.7
k=0.8
k=0.9
k=1
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number confidence
1854
0.84
110
0.61
236
0.77
267
0.73
928
0.79
3003
0.82
44
0.67
12369
0.88
202
0.65
60
0.87
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We trained 20,000 epoch for our algorithm, GAN generate 64 images each epoch, and then counted our
statistically generated confrontation samples that could fool the classifier. In the course of the experiment, in
table 3 we found that the different values of k is extremely important for the training of our attack network.
k is the proportion of the true and false similarity between the image generated in the loss function and the
training set, and 1 − k is generated. we adjust the two parameters to control the generated sample to be more
similar to our training. The adjustment of the parameters will affect the identification of the generated samples
and the number of counter-samples generated in batches. We found that the number and quality of adversary
samples generated at k = 0.8 is the best.

Fig. 5. Fooling percentage for each target class. It is difficult to make the classifier say that an image is 0 or 1 when it
is not so.

We use all class of images to attack different categories separately. As shown in Fig.5, their confidence is
different because the image is easier to attack in an image similar to their own. For example, in Fashion-MNIST,
T-shirts, coats, dress and pullovers are more similar, so they score higher on each other.

6

Conclusion

In this paper, we provide a method based on the GAN to generate digital images that cause DNN-based
classification systems to misclassify images and has a high attack success rate and confidence. In addition, this
approach makes the construction of false images less conspicuous and powerful than previous methods, and can
produce such antagonistic samples in large quantities. Unlike most attacks that directly adjust benign samples
to create a adversarial example,GAN generate adversary images is optimized by training the neural network to
fool the target DNN. Defending our attacks is a clear priority for future work.
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