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Abstract. Violence usually spread online, as it has spread in the past. With the increasing use of social
media, the violence attributed to online hate speech has increased worldwide resulting rise in number of
attacks on immigrants and other minorities. Analysis of such short text posts (e.g. tweets etc.) is valuable
for identification of abusive language and hate speech. In this paper, we present Deep Context-Aware
Embedding for the detection of Hate speech and abusive language on twitter. To improve the classification
performance, we have enhanced the quality of the tweets by considering polsemy, syntax, semantic, OOV
words as well as sentiment knowledge and concatenated to form input vector. We have used BiLSTM with
attention modeling to identify tweet with hate speech. Experimental results showed significant improvement
in the classification of tweets.
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1 Introduction

Currently, 39% (2.89 billion people) of world population are active user of social media which is going to be
increase to 3.10 by 2021. Twitter is one of the popular social media and has approximately 328 million active
users, of which around 16 million are in the UK and 79% are outside of the US i.e. roughly 350,000 tweets
generated on Twitter on daily basis [23, 25]. Users of social media belong from different culture, religion and
background, thus, they could have different opinion. This may leads to verbal assault based on severity of
the crisis. Social media provide the easy and fast platform for violent actors good opportunity to publicize
their agenda. For example: Sentences like like ”Hang those who eat beef as status symbol” results in several
incident (killing) in India and word ”Jews” was trending slightly after synagogue shooting incident. Such tweets
creates an atmosphere that could have significant impact on online discourse and results in damaging one’s
life. Furthermore, the unchecked and uncontrolled freedom of speech over social media and mask of anonymity
made it further easy to use social media for such task i.e. use of racists slurs or derogatory terms. Such hate
speech poster often take full advantage of the key feature of Twitter: the tweet’s ability to include links to other
internet content. This functionality is central to how user uses Twitter, share the content of mutual interest,
however, this approach is also used for distributing hate speech.

Even though, detection of abusive language is important however, the prior art has not been very unified,
thus slowing the progress. Detection of abusive and hate speech is quite challenging task due to noise in the
data, lack of modeling word knowledge etc. The intentional obfuscation of words and phrases to evade manual
or automatic checking makes the detection of abusive language difficult, whereas the use of keyword spotting
may results in false positives. [17]. Detection of abusive language becomes much difficult due to sarcastic tweets,
as the user use the similar words, the hatred use for abusive language, even it is challenging for human to detect
in such case. Abusive tweets are not limited to just tweet text, in most cases, one is referring to the other
tweet in positive or negative manner, thus we have to considers others tweet to categorize as abusive or hate.
The abusive language may be very fluent and grammatical [17]. The dictionary of hate related words is require
to continuously update. Furthermore, multilingual hate words are another challenge for detection of abusive
language. Thus, there is an urgent need to develop an efficient approach to detect abusive language[13].

Fig. 1 shows the example of unstructured and informal nature of tweets which is highlighted as red. Also,
example of polysemy is also presented in the figure which is highlighted as blue and green. The meaning of
words whitetrash and Bitch changes according to its context which other methods are not able to capture and
assigns same vector to such language complexities which degrades the classification results. So given a tweet
Tx which has unique characteristics such as i) unstructured and informal nature depicts low quality of text;
ii) have same words with different meanings in the context (polysemy); iii) words with different sentiments as
hate-speech and abusive messages are always have negative sentiments associated with them at input to the
classifier with a sequence of tokens (t1, t2, ...tk), where x denotes the number of a tweet and k represents the
number of tokens in a tweet to be classified.

In this paper, we present Deep Context-Aware Embedding to analyze the tweets and identify abusive tweets.
Our works deal with the issue of polysemy, semantics, syntax, OOV words and sentiment for a the detection
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Fig. 1. Toy Example

of negative words in a context and create hybrid contextual word representation and forwarded to BiLSTM
with attention modeling for tweets classification. To validate the gain in performance, we have used benchmark
three Twitter hate speech ad abusive language datasets. Results shows that proposed model showed significant
gain in performance in comparison to state of the art methods. The key contribution of this work are; i) Deep
Context-Aware Embedding of tweets that help to resolve the language ambiguity as well as capture the polysemy
in context, semantics, syntax, OOV words and sentiment knowledge. We consider different words embedding
that helps to improve the performance especially for short and noisy tweets. ii) Extensive experiments are
conducted on three benchmark datasets for Twitter Hate speech and Abusive language to evaluate our model.
Results showed that our model is robust against noisy contents and achieve consistently better performance in
comparison to state of the art methods.

Rest of the paper is organized as follows. In section 2, we discussed the related work for the detection of
abusive language, followed by proposed model in section 3. In section 4, we presented experimental analysis.
Finally, the conclusion is drawn in section 5.

2 RELATED WORK

Traditional methods such as lexicon based methods [27, 5] are good, simple, expandable, computationally effi-
cient and robust for the detection of the abusive language but their dependency on humans and less coverage
restrict their usage especially in case of poor quality of text [15, 22, 24]. One of the early work on abusive
language identification used n-gram with supervised classification, manually developed regular expression and
contextual features [32]. Chen et al. [5] also used character n-grams with other featured to detect different forms
of profanity and bullying. Callaghan et al. utilized user profiles on twitter to identify the extremist communi-
ties by analyzing the relationships between members of extremist communities based on consider cross-country
interactions [18]. Warner and Hirschberg used bags of words (BOW) representation of user’s post and support
vector machine for classification into antisemitic post. Kwok et al. used BOW and Naive Bayes for identification
racist comments [11]. Wulczyn et al. used CrowdFlower to obtain human annotations (personal attacks and
harassment) on Wikipedia text [30]. They have used multi-Layer Perceptrons, logistic Regression, and word
n-grams, character n-grams. Results showed that logistic regression with character n-grams showed better per-
formed. Waseem and Hovy, [29] provided a famous datasets of tweets and annotated into three classes. They
used character and word n-grams features in their study and found that Character n-grams outperforms word
n-grams for the detection of abusive language on Twitter. Similarly, Davidson et al. [6] released a dataset and
studied a deeper investigation on different types of hate speech and offensive language. In their study, they used
TF-IDF with N-grams feature and LR classifier.

Deep learning has shown itself to be one of the effectively used approach to solve several complex language
processing tasks such as part-of-speech tagging, sentiment analysis, and named entity recognition etc. Recently,
it has been used extensively to develop online platform to identify both hate speech as well as extremist
community. Gamback and Sikdar used CNN with various features for categorization of hate speech [8]. Djuric
et al. [7] used Word2Vec [14] word embeddings for the detection of abusive language. Badajatiya et al. [1]
performed an extensive study on hate speech dataset released by [29] with different traditional, deep learning
based models and ensemble of traditional and deep learning based models with gradient boost classifiers for
the abusive language classification task. Park et al. [19] presented two step classification approach. Their study
showed that using HybridCNN (hybrid of character and word embedding with CNN) gives better classification
results as compared to character and word embedding with CNN separately. Recently, Chakrabarty and Gupta
[3] worked on this problem with three benchmark datasets and showed improvement on all previous results.
The context aware attention based model initialized word embeddings with GloVe[20] and used BiLSTM with
attention mechanism for the dectection of hate speech and abusive language on Twitter. Unlike all previous
work, no one tried to improve the poor quality of tweets and address the language complexities such as polysemy
along with semantics, syntactic, OOV words and negative sentiments of abusive words used.
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3 Deep Context-Aware Embedding

In this section we will describe our proposed Deep Context-Aware Embedding which consist of two main module
deep hybrid contextual word representation and BiLSTM with attention mechanism. The complete architecture
of our proposed model is given in Fig. 2. In this work, we have used different data representations in parallel
in order to accommodate the context and semantic information. First, we get word-char level representation
which is the concatenation of word and character level representation followed by the contextual and lexicon
level representations which are concatenated with our first Word-Char words representation to get our final deep
hybrid contextual words representation. Word-Char level representation solves the problem of semantics, syntax
and Out of vocabulary (OOV) words, where as contextual-level representation gives the different representations
to the same words with different meanings and at the last our lexicon-level representation assigns the sentiments
associated with words extracted from dictionaries. Finally our proposed words representation is fed to bi-
directional LSTM with attention layer for prediction. Below we describe each of the main components.
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Fig. 2. Deep Hybrid Contextual words Representation w/ BiLSTM & Attention

Word-Char level Representation : In word-Char level representation, we concatenated character level and
word level representation. Our word-Char level is the concatenation of word and character level representations.
For word level representation, we trained word2Vec on our data and for character level representation we consider
the maximum character length 25 and used Bi-LSTMs in order to produce a character-enhanced representation
for each unique word in a tweet [12]. Notice that our word level representations helps to capture semantic and
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syntactical information but fails to capture prefix, suffix and OOV words. In addition to this, to have the deep
words representations, we have used character level representations to deal with these issue of OOV as well as
mitigating issues like unseen words.

Context-level Representation : As previously mentioned that conventional word representation models
fails to capture words with same meanings and assigns them a same vector. In our model, we solve this issue
by using using Embeddings from Language Model (ELMo) [21]. Elmo embeddings gives the better and rich
1,024 dimensional vector for words in the corpus. It uses character level representation with CNN and contains
deep BiLSTM on top of vectors from CNN-character level representation to generate deeper contextual words
representation. Each word vector generated by ELMo contains context information of words within the content.
To be precise, we have used pre-trained ELMo model with a 1,024 dimensions obtained using the 1 Billion Word
Benchmark which contains about 800M tokens of news crawl data from WMT 2011 [4]. ELMo embeddings are
computed by following formula:

ELMotaskn = E(Mn;Θtask) = γtask
L∑

j=0

staskj hLM
h,j (1)

where stask are weights which are softmax normalized for the combination of different layers representations
and γtask is a hyper parameter for optimization and scaling of Elmo representation.

Lexicon-level Representation : To capture the negative sentiments in the content we used lexicon-level
representation. This representaiton is based on the extraction only negative socres from sentiment lexicon which
is a list of words, specific terms and phrases. Using sentiment lexicon can be hepful in capturing the hateful
content in the corpus since these are always contains negative sentiments with them. Each lexicon contains a
pair of word-sentiment where each words has its sentiment score which is between −1 to 1, where value less
than 0 represent negative words and positive for values above 0. Different lexicons are available but choosing
the right one is very important. In this study we used SenticNet 5.0 [2]. SenticNet is a concept based sentiment
lexicon and has different versions available and the latest version is senticNet 5.0 which gives sentiment and
semantic information of 100,000 concepts. In this study, we only considered words with negative scores which
and if any word is not available in the lexicon then we assign zero to that word.

Once we have these three word-char, context-level and lexicon-level representations then we concatenate
them to get our final deep hybrid words representation which captures all semantics, syntactical, OOV, words
with different meanings and sentimental information of words in a tweet.

BiLSTM with Attention layer Subsequently, our proposed words representaiton is passed on to BiLSTM
[26] with attention layer [31] to capture the information from both sides and to force the learner to capture the
contribution of important words because all words does not play an equal role in understanding the meaning
of the sentence respectively. BiLSTM takes the input of proposed words representation and gives the hidden
representation hi by concatenating hidden representations from both sides. And attention layer assigns a weight
ai to each word through a softmax function and finally, representation R which is a weighted sum of all words
is calculated and given by equation 2.

ai =
exp(ei)∑z
t=1 exp(et)

,
z∑

i=1

ai = 1

ei = tanh(Whhi + bh)

R =
z∑

i=1

aihi, (2)

where Wh and bh are learned parameters, hi is the concatenation of the representations of the forward and
backward LSTM. Finally, the output R of this is then fed to fully connected softmax layer to get the class
probability distribution to perform the classification task.

4 EXPERIMENTAL ANALYSIS

In this section, first we present experimental settings, datasets used and the results of proposed model to
show the effectiveness. For evaluation of our proposed methods and comparison with our models we have used
F1-Score
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4.1 Experimental settings

Experimental settings are presented below.

Pre-processing In this paper, similar to our earlier work [16] , in this work we have applied the same pre-
processing technique to improve the quality of text by replacing emoticons and emojis with their associated
meanings, correction of spelling mistakes, expanding contractions etc in a systematic manner.

Parameters Parameters used in our experiments are presented in this section.

– Regularization: In order to avoid overfitting problem, we have used Gaussian noise at our input layer. Also
a dropout [28] at connections of the network is also used to randomly turn off the neurons in the network.
Moreover, to avoid overfitting and make our method robust we applied L2 regularization technique to
decrease the large weights.

– Training: Cross entropy loss function was used to train our model using rectified linear unit (ReLu) by
back-propagation method with the batch size of 128. To tune learning rate , we used Adam [10] optimizer.
10-fold cross validation technique was used to evaluate the classification results. Also, 70% of data used for
training and remaining 30% for testing purpose.

– Hyper-parameters: The Grid search optimization techinique was used to find the hyper-parameters used
in our experiments.

4.2 Datasets

In this work, we have used three benchmark datasets for Twitter hate speech and abusive language. The
detail of tweets distribution is given in Table 1.

Table 1. Tweets distribution in all datasets

Dataset name Label #1 Label #2 Label #3 Total

Dataset 1 1,924 (Racism) 3,058 (Sexism) 10,862 (None) 15,844

Dataset 2 1,498 (Hateful) 19,326 (Offensive) 4,288 (None) 25,112

Dataset 3 5,235 (Harrassment) – 5,127 (None) 20,362

Dataset 1: Waseem et al.[29] provided a labelled dataset of 16,914 tweets out of 136,052 collected tweets
over the period of two months. Tweets were manually annotated and classified into three classes such as
racism, sexism and neither. Authors released the list of 16,907 tweets IDs and their corresponding labels.
Some of the tweets were either deleted or their visibility has been changed so we could retrieve only 15,844
tweets with python’s Tweepy library. Out of total tweets retrieved 1,924 belong to racism, 3,058 are labelled
as sexism and remaining 10,862 are classified as none.

Dataset 2: Our second dataset is originally provided by Davidson et al. [6] which focus on differentiating
between hateful and offensive language. Dataset was manually annotated into three classes: hateful, Offensive
and Neither. Total number tweets are given in this dataset are 25,112 out of which 1,498 are hateful, 19,326
are labelled as offensive and remaining 4,288 are classified as neither.

Dataset 3: Golbeck et al. [9] provided a large human labelled corpus for online harassment data on
Twitter. First, a list of keywords was produced for collection of tweets which contains harassing words
then coders were given guidelines to label tweets. First version of dataset contains 35,000 tweets with two
classes (harassment or none). But their current version of dataset contains only 20,362 tweets which are
categorized into two classes. i.e: Harassment and None. Out of total 20,362 tweets, 15,127 are labelled as
negative harassment and remaining 5,235 are labelled as positive harassment.

4.3 Performance Evaluation

Table 2 compares the results of our proposed model. We compared results with some classical and advance
models proposed for the detection of hate speech and abusive language on Twitter.
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Table 2. Comparison of the proposed method with others (F1-Score)

Model Dataset 1 Dataset 2 Dataset 3

Char Ngrams+LR [1] 75.3 - -

TFIDF+ Balanaced SVM [1] 81.6 - -

TFIDF+GBDT [1] 81.3 - -

BoWV+ Balanaced SVM [1] 78.9 - -

BoWV+GBDT [1] 80.1 - -

CNN+Random Embedding [1] 81.4 - -

CNN+Glove [1] 83.9 - -

FastText+Random Embedding [1] 82.5 - -

FastTtext+Glove [1] 82.9 - -

LSTM+Random Embedding [1] 80.4 - -

LSTM+Glove [1] 80.8 - -

CNN+GloVe+GBDT [1] 86.4 - -

CNN+Random Embedding+GBDT [1] 86.4 - -

Fasttext+Glove+GBDT [1] 85.3 - -

Fasttext+Randomon Embedding+GBDT [1] 88.6 - -

LSTM+GloVe+GBDT [1] 84.8 - -

LSTM+Random Embedding+GBDT [1] 93.0 88.0 65.7

Char Ngrams+LR [29] 73.8 82.3 63.0

Word Ngrams+LR [29] 64.5 - -

Char Ngrams+ LR [19] 81.4 - -

BoW+SVM [19] 79.3 - -

FastText [19] 80.4 - -

CharCNN [19] 81.1 - -

WordCNN [19] 81.6 - -

HybridCNN [19] 82.7 88.0 70.6

TFIDF+LR [6] 78.0 90.0 69.0

GloVe+LSTM+Attention [3] 84.2 91.1 72.7

Proposed 85.5 92.3 73.6

Baselines: As a baseline, we compared results reported with the different methods on Dataset 1 by Badjatia
et al. [1]. This paper [1] compared the classification results with traditional classifiers, only DNN based
classifiers and DNNs with GBDT classifiers. The reported results show that embeddings learned from DNN
models with gradient boosted decision trees outperforms all other results. We also compared our results with
the results reported by Waseem et al. [29] on dataset 1,where they showed that using character n-grams +
LR classifier beats when compared with Word n-grams+ LR classifier. Similarly, in another study conducted
by park et al. [19] on dataset 1 showed that HybridCNN, which takes both character and word features
as input to CNN works well as compared to other models such as Character n-grams+LR, BoW+SVM,
FastText, CharCNN and WordCNN. Davidson et al. [6] reported the result on dataset 2 is also compared
in this study. They used TFIDF with LR for the classification of hate speech and Abusive language. In
the last, we compared our results with all the reported results on all three datasets by Chakrabarty et al.
[3] where they initilized word embeddings using GloVe and BiLSTM with attention for the classification of
hate speech and abusive language on Twitter. According to the aurthors, results (93.0) claimed by Badjatia
et al. in [1] are not reproducible and they obtained 81.0 on dataset 1.

Results: Performance of our proposed model is better than existing methods for the detection of hate speech
and abusive language on Twitter because first in our model we improve the quality of tweets by removing
noise and normalizing the unstructured and poor quality of text which helps to get better representation.
Secondly, our model captures better representation by handling the words with different meanings along
with semantics, syntactical, OOV words and even sentiment (negative) information of words. As our model
offers consistent improvement over all other methods for all tested datasets we can conclude that it is a
robust solution for the detection of Hate speech and abusive language on Twitter.

5 Conclusions

During the last decade there is a massive increase in propagation of hate speech on social media. Effective
counter measures rely on efficient detection of tweet that uses abusive and hate language. In this work, we
have considered the problem of hate speech and abusive language based tweet classification by leverging
the power of sentimental analysis. We have used deep contextual embedding which is able to deal with
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challenging tweets by handing complicated attributes of words in a tweet. We have used several prepos-
sessing step to improve the quality of tweet to overcome the noise and unstructured tweets.Further, we
used different embedding as a feature to BiLSTM with attention mechnism , as a results, our approach
can handle aforementioned issues of polysemy, semantics, sentiment, OOV words and syntax within each
tweet. Experimental analysis on publicly available benchmark datasets showed significant improvement in
detection of abusive language on twitter.
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