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Abstract. We design an evolutionary computation based solution for SaaS providers to optimize the cost
of reserved IaaS instance subscription. The services provisioned by SaaS providers have multiple options of
Quality of Service (QoS) levels. A Bayesian network model is designed to map between the QoS levels of
SaaS instances and their actual resource consumption on IaaS instances. A genetic algorithm with heuristics
is designed to optimize the reserved IaaS instance subscription. The proposed solution is evaluated via a set
of simulated experiments.
Keywords: Evolutionary computation · IaaS instance subscription · Multi-QoS level based SaaS provisioning.

1

Introduction

Software as a Service (SaaS) is becoming a popular software delivery model for increasing business applications [1].
In the SaaS model, software applications are installed in IaaS instances for customers to access. Considering the
factor of cost, increasing SaaS providers prefer to subscribe IaaS instances instead of building own clouds1 . IaaS
instances can be offered in flexible ways. For example, Amazon EC2 provides three purchasing options to customers
– on-demand, reserved, and spot2 . Among these three options, the reserved option has unique advantages: compared
to the on-demand option, the reserved option has up to 75% discount on pricing; compared to the spot option, the
reserved option is interruption-free in relative long terms. Those advantages make the reserved instance a better
option for SaaS provision that needs a relatively long-term and stable cloud infrastructure support.
Most SaaS providers price their products using a monthly or annually subscription fee. An emerging trend is
SaaS provisioning is that a SaaS can be provisioned in different QoS levels to fulfil the diverse needs of customers on
QoS [2]. The QoS is usually guaranteed in Service Level Agreements (SLAs), by which breaching the promised QoS
may occur a penalty and damage the providers’ reputation [15]. As certain QoS parameters (e.g., response time) of
SaaS provisioning have strong correlations with the capacity of its underneath IaaS instances [3], SaaS provisioning
with different QoS levels simultaneously implies different capacities of IaaS instances. Therefore, to guarantee the
QoS of a SaaS provisioning, the appropriate amount of IaaS resources, namely the right types and number of IaaS
instances, need to be allocated to the SaaS demands. For SaaS providers, if they can learn about the demands of
customers in the next period, a better strategy to minimize their cost is that they only need to subscribe the right
type and number of IaaS instances at a proper time before the demands arriving, considering the time delay for
virtual machine initialization and application installation.
Existing research studying customer-centric cloud resource provisioning focuses on subscription cost minimization based on customers’ functional (resource) requirements and ignore their non-functional (QoS) requirements.
The difficulty lies on mapping between customers’ QoS requirements and provisioned cloud resources. In this paper, our goal is to design an optimization strategy enabling SaaS providers to subscribe the appropriate types and
number of IaaS instances to meet SaaS customers’ requirements with multiple QoS levels, by exploring the mapping between the QoS parameters (e.g., response time) of SaaS provisioning and the capacity of subscribed IaaS
instances, with the goals of cost minimization and SLA compliance.
Evolutionary algorithms, in contrast to traditional optimization algorithms, are more efficient in nonlinear
constraint based optimization and more tolerant to noisy observations [4]. Some typical evolutionary algorithms,
such as genetic algorithms (GA), particle swarm optimization, art colony optimization, etc., have been widely
applied in multiple areas of cloud computing, such as cloud service composition, cloud resource allocation, cloud
workload distribution, etc. In this paper, we design a GA based solution to achieve our goal. The major contributions
of this research are summarized as follows:
1
2

http://www.gartner.com/newsroom/id/2923217
http://aws.amazon.com/ec2/
Volume 16, No.1

Australian Journal of Intelligent Information Processing Systems

2

66

ICONIP2019 Proceedings

H. Dong

1. This research is the pioneer work to study the optimization problem of IaaS reserved instance subscription for
SaaS provisioning with multiple QoS levels, with the goals of minimizing the cost of SaaS provisioning.
2. This research explores how to mathematically model the mapping between certain QoS parameters and cloud
resources.
3. A set of simulated experiments is performed to validate the feasibility of the proposed optimization model.
The rest of the paper is organized as follows: in Section 2 we briefly review the related works in IaaS subscription
and QoS and cloud resource mapping; in Section 3 we formulate the problem and make several assumptions; in
Section 4 we present the proposed solution; in Section 5 we perform a set of experiments to evaluate the proposed
optimization model; the conclusion is drawn and the future work is planned in Section 6.

2

Related Works

Cloud resource provisioning refers to the activity that a cloud resource provider provisions cloud resources to
meet a cloud customer’s resource request. Existing research in this area studies this activity respectively from the
perspectives of cloud provider and cloud customer. The customer-centric research focuses on how to design optimal
cloud resource subscription plans to minimize cloud customers’ cost while meeting their requirements. Hwang
et al. introduced a resource planning approach in [5] by predicting the future resource demand using a Kalman
filter model and by computing the optimal long-term resource configuration to minimize the operational cost using
integer programming. Wu et al. [6] proposed two customer driven algorithms for both customers and SaaS providers’
perspectives using respectively on-demand resource subscription and request scheduling strategies. Van den Bossche
et al. [7] and Mistry et al. [18-20] proposed several reserved IaaS instance optimization algorithms with the load
or usage behaviour prediction functions. The limitation of the existing research is that none of the research studies
IaaS reserved instance subscription from the perspective of SaaS provisioning, taking into account the features of
relatively long-term and stable as well as multiple QoS levels of SaaS provisioning. Therefore, in this project, we
study IaaS reserved instance subscription from the perspective of multi-QoS-level based SaaS provisioning.
A key challenge in QoS-based cloud resource provisioning is how to map between QoS and cloud resources
parameters. Collazo-Mojica et al. described a QoS and cloud resource mapping method in [8]. Nathuji et al. [9]
developed a Q-Clouds framework for QoS-aware cloud resource management. The limitations of these studies are
that 1) they did not explore the correlations between SaaS QoS and cloud resources from the theoretical perspective,
and 2) they cannot predict cloud resource consumption for multiple QoS levels of SaaS applications before utilizing
the resources and running the applications. In this paper, we theoretically research the feasibility of mapping
between certain SaaS QoS and cloud resources, and use a statistical approach to predict the mapping between SaaS
QoS demands and required IaaS capacity based on historical data.

3

Problem Formulation and Assumptions

In this section, we formulate the problem of IaaS reserved instance subscription and make assumptions for multi-QoS
level based SaaS provisioning as follows:
A SaaS provider provides a SaaS instance S with different options {s1 , ..., sk } under a set of QoS parameters
{QoS1 , ..., QoSm } (e.g., response time) and a set of service resource parameters {SR1 , ..., SRn } (e.g., storage). Thus,
the SaaS instance S has the following QoS and resource options.
"
S=

s1
...
sk

#

"
=

qos11 ... qos1m sr11 ... sr1n
... ... ...
... ... ...
qosk1 ... qoskm srk1 ... srkn

#
(1)

where the QoS values are assumed as categorical (e.g., low, medium, and high) and the resource values are numeric.
Here we assume the contract time of all service instances is one year based on the fact of most SaaS product
subscription in the current market.
The SaaS provider predicts the arrival of future service demands SD in time slots {t1 , ..., tl } for each service
option s, in which each service demand sdαβ refers to the number of service options sα to be subscribed in time tβ .
It needs to be noted that the prediction model is excluded in this research.
"
SD =
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sd11 ... sd1l
... ... ...
sdk1 ... sdkl

#
(2)
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Fig. 1. Graphical representation of the formulated problem

An IaaS provider provisions a number of IaaS instances {i1 , ..., ih } with options on a series of cloud resource
parameters {IR1 , ..., IRp } (e.g., CPU, memory, bandwidth, and storage), contract time TC (e.g., 1 year or 3 years),
and price IP . The number of cloud resource parameters is usually greater than the number of service resource
parameters (Equation 1), thus p > n. For the purpose of simplicity, the IaaS instances with different contract time
are treated as different IaaS instances.
"i #

"

1

I=

...
ih

=

ir11 ... ir1p tc1 ip1
... ... ... ... ...
irh1 ... irhp tch iph

#
(3)

Usually the price IP comprises an upfront fee and an hourly usage rate. For the purpose of the simplification,
we assume that the price IP is the total annual cost, which combines the annual upfront fee (the total upfront fee
divided by the contract time) and the hourly rate multiplying the normalized working hours per SaaS instance per
year.
According to the multi-tenancy nature of SaaS, an IaaS instance can be assigned to multiple SaaS instances; in
contrast, a SaaS instance can only be assigned to an IaaS instance.
Based on the above assumptions, the problem of IaaS reserved instance subscription based on multi-QoS based
SaaS provisioning is defined as follows:
Given the SaaS demands SD and the IaaS instances I, how will the SaaS provider subscribe the proper types
and numbers of IaaS instances to minimize the subscription cost? The objectcive function can be modelled as:
arg min

h
X

(tnα ∗ tcα ∗ ipα )

(4)

α=1

where tnα represents the number of subscribed IaaS instance iα . Fig.1 shows a graphical representation of the
formulated problem.
In addition, we do not consider task migration for the simplicity of the problem formulation. It means that a
SaaS demand placed in an instance will keep unchanged until the completion of its contract time.

4

Proposed Solution

Our solution to this optimization problem consists of two steps: 1) statistically mapping between SaaS QoS and
cloud resources; 2) planning reserved IaaS instance subscription optimization using an evolutionary algorithm with
the objective function of minimizing the subscription cost (Equation 4).
4.1

SaaS QoS and Cloud Resource Mapping

In this section, we propose a Bayesian network model to convert QoS values in SaaS demands to corresponding
cloud resources.
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It is known that certain SaaS QoS parameters and IaaS resource parameters closely correlate to each other. For
example, the previous research [3] shows that the execution time of tasks run on an IaaS instance relies on the
CPU capacity of the instance. According to the law of computer [12], the response time of a computing task is the
sum of execution time, waiting time, and transmission time, where execution time, waiting time, and transmission
time respectively rely on the capacities of CPU, memory, and bandwidth of an IaaS instance in a cloud (network)
environment [13, 14]. Instance availability also highly correlates to the amount of cloud resources3 . These evidences
make it feasible to map between certain SaaS QoS performances and cloud resource consumption.
The prerequisite for predicting the mapping between SaaS QoS and cloud resource consumption is that there
are historical data recording each single SaaS demand and their consumed cloud resources. We design a Bayesian
network model to realize the mapping process. A sample graphical representation of the Bayesian network model
is shown in Fig.2.

Fig. 2. Bayesian network for SaaS demand and cloud resource mapping

The estimated value of each cloud resource parameter for each SaaS QoS demand is the expected value of
the QoS demand on all possible values of the cloud resource parameter. According to the example in Fig. 2, it is
expressed as:
m
X
E[SDIR ] =
(P (IRα |RP, AV ) ∗ IRα )
(5)
α=1

where IR is a cloud resource parameter (e.g., CPU, memory, etc.), RP and AV are the categorical values of response
time and availability of the SaaS demand, IRα is the numeric values of IR and m is the number of numeric values.
The resource parameters (SR) of SaaS instances are usually consistent with the resource parameters (IR) of IaaS
instances (e.g. storage). Therefore, SaaS resource demands can be directly used for IaaS subscription optimization.
4.2

GA based Reserved Instance Subscription Optimization

In this section, we design a GA based solution to optimize the subscription of reserved IaaS instances. The optimization goal is to minimize the subscription cost while fulfilling the (mapped) SaaS resource demands.
The objective function (Equation 4) is naturally nonlinear. For example, if two demands sd1 and sd2 have the
subscription cost of x and y, the subscription cost of sd1 +sd2 may not be x+y as they may share the same instance.
Brute force is a typical combinatorial optimization solution. It attempts all possible combinations of instances for
the demands to find the optimal combination. Nevertheless, its scalability is problematic (generating 2n candidates
for n demands in general sense). Evolutionary algorithms, in contrast to traditional optimization solutions, are
more efficient in nonlinear constraint based optimization [4]. GA is one of the most widely applied evolutionary
algorithms [15]. We propose a GA based optimization solution.
The proposed GA model simulates the evolutionary process by encoding each solution into a chromosome that
represents a combination of instances and their affiliated SaaS demands. An initial population of candidate solutions
in the start time slot are formed based on the designed heuristics. The fitness of a solution is evaluated based on the
objective function (Equation 4). Solutions with lower fitness values are selected to reproduce a new child solution by
exchanging components of their combinations via crossover. Mutation is applied after crossover with a probability
by altering some components in the chromosomes. A less fit solution in the population is replaced by the child
solution. This process is iterated to achieve an approximately optimal solution over the time. The detailed steps of
the GA model are depicted as follows:
3

https://blogs.msdn.microsoft.com/buckwoody/2012/11/06/high-availability-for-iaas-paas-and-saas-in-the-cloud/
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Fig. 3. Chromosome representation of a candidate solution

The first step is to design a chromosome representation for a solution. We estimate the upper bound of the
solution space by calculating the required maximum amounts of each instance type for SaaS demands in each time
slot by:
!
 Pk
IRα 
IRα   Pk
)
])
p
β=1 (sdβ ∗ SRβ
β=1 (sdβ ∗ E[SDβ
,
+c
(6)
max(tn) = max
α=1
irα
irα
where sdβ is the demanded number for a SaaS instance option, E[SDβIRα ] and SRβIRα are respectively the converted
and the direct resource requirement of a SaaS demand on a cloud resource parameter α, and c is an integer.
The solution at time t is then represented as a δ-dimensional vector where δ = sumhα=1 max(tnα ) is the maximum
number of all types of IaaS instances for the demands. The chromosome of each dimension is a group of service
demand identification numbers, where 0 represents null service demands. The chromosome representation of a
candidate solution is illustrated in Fig. 3.
The second step is to form an initial population of the candidate solutions for the initial time slot t0 . The
allocation of SaaS demands into an instance i strictly subjects to the following constraint - the sum of the SaaS
(converted) resource demands allocated to an instance i cannot be greater than the resources provisioned by the
instance, which is mathematically expressed as:
X
X
E[SDβIRα ] ≤ iriα and
SRβIRα ≤ iriα
(7)
β∈i

β∈i

We introduce the following heuristics (ranked by descending priority) to accelerate the optimization process:
Heuristic 1: We prefer to use the already subscribed instances with available resources as long as the remaining
contract time of the instances is no shorter than the contract time of the demands. This heuristic is to improve the
utilization rate and save the subscription cost.
Heuristic 2: We prefer to select a more cost-effective new instance, when 1) the total resources of the remaining
non-allocated SaaS demands are higher than the resources provisioned by the instance and 2) the end time of the
new instance is not longer than the last end time of the SaaS demands. The cost-effectiveness of an instance is
calculated by:
p
X
ip
CE = Pp
subject to 0 ≤ λα ≤ 1 and
λα = 1
(8)
α=1 (λα ∗ irα )
α=1
Heuristic 3: We prefer to select a new instance, the resources of which are higher than and closest to the
total resources of the remaining non-allocated SaaS demands if condition 1) in Heuristic 2 is invalid. We prefer to
select the most cost-effective new 1-year instance if condition 2) in Heuristic 2 is invalid. We prefer to select a new
1-year instance, the resource of which is slightly higher than and closest to the total resources of the remaining
non-allocated SaaS demands if conditions 1) and 2) in Heuristic 2 are invalid.
The third step is to calculate the fitness values of the candidate solutions by Equation 4. The candidate
solutions are then ranked in an ascending order.
The fourth step is to select two candidate solutions from the population for reproduction. We first select the
top-k (k = 2,4,8...) candidate solutions. We then employ the binary tournament selection strategy [16] to organize
tournaments among the candidate solutions. The winner of each tournament is a solution with a lower fitness value.
The two solutions who meet in the final are selected for reproduction.
The fifth step is to execute a crossover operation over the pair of selected candidate solutions to generate
a child solution. The child solution generation subjects to the instance resource constraint (Equation 7) and is
driven by the three heuristics. We attempt several popular crossover operators, including single-point crossover,
double-point crossover and uniform crossover [17]. Their performance is evaluated in Section 5.
The sixth step is to implement a mutation operation with a probability value p over the child solution. We
employ a simple mutation strategy. Two genes in a child solution are randomly picked and swapped. The swapping
is constrained by Equation 7.
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Table 1. GA parameter values
Parameter
c - Integer for error controlling (Equation 6)
λCP U - Weight of CPU resource of IaaS instances (Equation 8)
λM em - Weight of memory resource of IaaS instances (Equation 8)
k - Number of selected candidate solutions for reproduction
p - Probability of mutation
g - Maximum rounds of solution generation without improvement
Population size
Crossover rate

Value
1
0.5
0.5
8
0.2
50
10
1.0

Table 2. Mapping between QoS categorical values and numeric values
Response time
Categorical Value
High
Medium
Low

Numeric Value
0-99 ms
100-199 ms
≥200 ms

Availability
Categorical Value
High
Medium
Low

Numeric Value
≥99.99%
99%-99.99%
<99%

The seventh step is to add the child solution to the population if it does not exist in the population. We first
calculate the fitness value of the child solution. The solution with the highest fitness value in the population is then
replaced by the child solution.
The eighth step is to repeat Steps 4-7 until there is no further improvement on the lowest fitness value of the
candidate solutions after g rounds of solution generation. The solution with the lowest fitness value is then selected
as the formal solution for time slot t0 .
The ninth step is to repeat the same process (Steps 1-8) to find the formal solution for the following time
slots. Eventually the formal solutions (i.e., subscribed instances and allocated SaaS demands) for all the time slots
are formed.

5

Evaluation

A simulated experiment is performed to evaluate the effectiveness of the proposed approach. We compare among
the proposed GA model with different settings and a greedy algorithm. All the experiments are performed on a
desktop with Intel Core i7 CPU (3.4 GHz and 8 GB RAM). All the algorithms are implemented using Python. The
GA models are implemented using the DEAP library4 . We use the following parameter values to run the candidate
GA models (Table 1).
5.1

Dataset Description

We evaluate the proposed solution using a mixture of real world data and synthetic data. There is no publicly
available dataset that records the actual cloud resource consumption of SaaS instances with multi-QoS levels. We
mix a Google Cluster dataset5 and a simulated cloud QoS dataset6 to create the SaaS consumption dataset. Google
Cluster dataset traces CPU and memory consumption of jobs over 12.5k machines over a 1-month period. We
randomly pick 900 consumption records. The cloud QoS dataset includes the QoS performance (including response
time and availability) of 63 cloud services. We map the numeric values of the QoS performance of the services into
categorical values by observing the dataset and referencing AWS Service Level Agreement7 . The mapping rules can
be found in Table 2. We create 9 IaaS instance options by finding all combinations of the QoS categorical values.
Each IaaS instance option is randomly mapped with 100 cloud consumption records to generate the IaaS instance
resource consumption dataset.
We randomly generate 1000 SaaS demands based on the instance options. We create 20 arrival time slots evenly
distributed in a 10-year period. These demands are randomly distributed over these arrival time slots.
4
5
6
7

https://github.com/DEAP/deap
https://github.com/google/cluster-data
https://data.mendeley.com/datasets/5vffs75j85/1
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Fig. 4. Accumulative IaaS instance subscription cost

We use the standard AWS EC2 reserved instances options (A1) and pricing8 . We assume the usage time of all
the SaaS demands is 365*24=8760 hours per year to calculate the cost of each IaaS instance.

5.2

Candidate Models

We introduce a greedy algorithm as the baseline for evaluating the performance of the proposed optimization model.
The algorithm is based on the following principles: 1) The instance subscription optimization will be executed along
with the time, i.e., first come, first served (FIFO); 2) For each demand, it will find the smallest instance (including
the instances with available remaining resources), the resource of which is no lower than the mapped demand
resource. This bases on the fact that smaller instances are usually with lower cost. It is compared with the following
candidate algorithms:
1) GA without heuristics based on single-point crossover (abbr. as GAS).
2) GA without heuristics based on double-point crossover (abbr. as GAD).
3) GA without heuristics based on uniform crossover (abbr. as GAU).
4) GA with heuristics based on single-point crossover (abbr. as GAHS).
5) GA with heuristics based on double-point crossover (abbr. as GAHD).
6) GA with heuristics based on uniform crossover (abbr. as GAHU).

5.3

Evaluation Results and Discussion

We perform two experiments to evaluate the performance of the proposed model. The first experiment is to compare the aforementioned seven candidate algorithms on the fitness value (Equation 4), namely the IaaS instance
subscription cost. The second experiment is to compare the average numbers of iterations of the GA models before
reaching their lowest fitness values. The experimental results are shown in Fig. 4 and 5. We discuss the results from
the following perspectives:
1) All the GA models have better performance (i.e. lower cost) than the greedy algorithm. This is because the
greedy algorithm tries to allocate each demand using single instance, which would generate higher cost. In contrast,
the GA models try to allocate combinations of demands into larger instances, which would be more cost-effective.
This result proves the feasibility of the GA models.
2) All the GA models with heuristics outperform (i.e. lower cost and iteration numbers) the models without
heuristics. The heuristics try to allocate demands into more cost-effective instances, in addition to being aware of
the contract time of the instances. This result validates the effectiveness of the designed heuristics on cost reduction
and convergence efficiency.
3) The performance among the GA models with different crossover operators is relatively close. Therefore, it
can be concluded that the impact of the crossover operator selection on the optimization performance is relatively
minor.
8

https://aws.amazon.com/ec2/pricing/reserved-instances/pricing/
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Fig. 5. Average numbers of iterations

6

Conclusion and Future Works

In this paper, we present an evolutionary computation based solution to minimize the cost of reserved IaaS instance
subscription for multi-QoS levels based SaaS provisioning. The solution includes a Bayesian Network model for
SaaS QoS level and IaaS resource consumption mapping and a genetic algorithm with heuristics for reserved IaaS
instance subscription optimization. The experiments preliminarily prove the feasibility of the solution.
For future works, we will gradually increase the complexity of the problem according to the reality and design
more effective and practical solutions.
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