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Abstract. In recent years, neural networks have re-emerged as powerful machine learning models, by producing the most advanced results in several areas, such as image recognition. However, a block of research has
shown that most models are unstable to small perturbations of the images, which is an intriguing property
of deep models. DeepFool algorithm can address this issue but works only in special cases to some extent. In
this work, based on the directionality property of the perturbation, we propose GNDF, an improved version
of the DeepFool by adding Gaussian noise. Specifically, we present Gaussian noise DeepFool for binary classifier and Gaussian noise DeepFool for multi-class classifier, respectively. Experimental results show that the
improved method has increased the performance in the task of computing adversarial perturbations and makes
the classifiers more robust, which provides a better way to understand this intriguing property.
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1

Introduction

According to [1, 2], we find that deep neural networks have an intriguing property: most of machine learning models,
including the state-of-the-art neural networks, are vulnerable to adversarial examples. That is, machine learning
models can conduct some mis-classifications based on slightly difference from correctly classified examples. Deep
networks have exhibited greatly excellent performance in classification tasks; however, they can be easily fooled
by small and imperceptible perturbations of the data samples. This issue indicates that adversarial examples are
sufficient to show us the blind spots in deep learning models.
The concept of adversarial examples is that an input sample is deliberately added to a dataset with subtle
perturbations which result in an incorrect output with high confidence. Linear behavior in high-dimensional spaces
is sufficient to generate adversarial examples. After using dropout, the work in [3] has shown that advevrsarial
training can provide an additional regularization benefit and then the authors propose and design a fast method of
generating adversarial examples that makes adversarial training more practical. However, this method is not robust
at all to small adversarial perturbations and tends to make a mistake in slightly perturbed data that visually similar
to original examples. Therefore, an accurate method for finding the adversarial perturbations is necessary to study
and compare the robustness of different classifiers to adversarial perturbations. The authors in [4] propose a simple
yet accurate method, DeepFool, for computing and comparing the robustness of different classifiers to adversarial
perturbations. On the other hand, the authors of [5] propose a Deep Contractive Network (CAE), a model with a
new end-to-end training procedure that includes a smoothness penalty inspired by the contractive autoencoder. This
increases the network robustness to adversarial examples, without a significant performance penalty. Nevertheless,
in [6], it is possible to produce images unrecognizable to human eyes that DNNs believe that with near certainty
they are familiar objects. Though adversarial attacks are specific to the classifier, it seems that the adversarial
perturbations are generalizable across different models [2]. Despite the importance of the vulnerability of the stateof-the-art classifiers to adversarial instability, the authors in [4] propose a well-founded method to compute and fill
this gap, and we also have found there are several inadequate considerations.
We review some of the related works. The phenomenon of adversarial instability was first introduced and studied
in [2]. In [7], the authors have studied the inner of deep models about parameters and developed a simple but
effective approach to identify ambiguous objects. Notably, the method in [8] was applied to a range of applications,
such as speech recognition, pose estimation and semantic segmentation by Houdini. A novel flexible approach for
generating adversarial examples specifically tailored for the final performance measure of the task was considered
as combinatorial and non-decomposable. In [9], the authors used a gradient-descent approach to compare different
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adaptive proofreading models and reveal the existence of two qualitatively different regimes characterized by the
presence or absence of a critical point. In [10], the authors used two approaches to generate adversarial examples that
had high attractiveness scores but low subjective scores for face attractiveness evaluation on DNNs. According to
[11], the authors found that adversarial examples that strongly transferred across computer vision models influenced
the classifications made by time-limited human observers. The authors of [3] introduced the “fast gradient sig”
method, which computed the adversarial perturbations for a given classifier very efficiently. In [4], the authors used
the paradigm to deal with gradients in the iterative process.
The main contribution of this work can be summarized as follows:
• We prove that the perturbation has a directionality property, which is the basis of our improved algorithm.
• We present an improved algorithm for DeepFool, Gaussian Noise DeepFool (GNDF), by adding Gaussian noise
into the updating phase, which increases the robustness of classifiers.
• We evaluate the performance of GNDF in three datasets, and the experimental results show that: 1) GNDF
greatly improves the robustness of DeepFool, and 2) GNDF has a general power to enhance the classifiers.
The rest of paper is organized as follows. In Sec. 2, we introduce the previous efficient algorithm to adversarial
perturbations in binary case and multi-class case, respectively. In Sec. 3, we propose the improved method, GNDF.
In Sec. 4, we evaluate the performance of GNDF and conclude this work in Sec. 5.

2

DeepFool

Machine Learning (ML) is an interdisciplinary subject in multiple research fields, including probability theory,
statistics, approximation theory, convex analysis, and algorithm complexity theory. Especially, ML studies how
computers to simulate or implement human behaviors to acquire new knowledge or skills, and how computers to
reorganize existing knowledge structures to improve their performance [12, 13]. It is the core of artificial intelligence
and a fundamental way to make the computer more intelligent. For machine learning, there are two main tasks:
classification and regression [14]. This paper focuses on classification task in binary and multi-class classifications.

2.1

Binary classification

Binary classification is also called linear regression. Both logistic regression and linear regression are generalized
linear regression analysis models. There are only two categories: yes (1) and no (0). Therefore, in a binary classification, our goal is to train a classifier that takes the image feature vectors as an input and predicts the output
into yes (1) or no (0) [15]. We assume ˆl(x) = sign(f (x)), where f is an arbitrary scalar-valued image classification
function f : Rn → R. We denote the level set by H , {x : f (x) = 0}. Then, we define f as an affine classifier
f (x) = ω T x + b, where ω is a weight vector and b is bias vector, which can be applied to any differentiable binary
classifier f .
In the case where the classifier f is affine, it can be easily seen that the robustness of f at point x0 , ∆(x0 ; f ),
is equal to the distance from x0 to the separating affine hyperplane H = x : ω T x + b = 0, as shown in Fig. 1. Thus,
the minimum perturbation to change the classifier’s decision corresponds to the orthogonal projection of x0 onto
H, as described by Eq. (1):
r∗ := arg min krk2
(1)
s.t.

sign(f (x0 + r)) 6= sign(f (x0 ))
=−

f (x0 )
2

kωk2

ω

We adopt this iterative procedure to estimate the robustness ∆(x0 ; f ). Specifically, at each iteration, the minimum perturbation is computed as Eq. (2):
arg min krk2
(2)
s.t.

f (xi ) + ωfT(xi ) ri = 0

Therefore, the perturbation ri at iteration i of an algorithm is computed by using Eq. (1), and the iteration is
updated by xi+1 = xi + ri .
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Fig. 1. Hyperplane about a binary classifier

2.2

Multi-class classification

The multi-class classification function f : Rn → Rc can be defined as Eq. (3):
ˆl(x) = arg max fl (x)

(3)

l

where fl (x) is the output of f (x) corresponding to the lth class. let f (x) be an affine classifier with c classes of
outputs, f (x) = W T x + B, where W is weight matrix and B is bias matrix. We deduct the minimum perturbation
in Eq. (4):
arg min krk2

(4)

r

s.t.

T
ωlT (x0 + r) + bl > ωl̂(x
(x + r) + bl̂(x0 )
) 0
0

where ωl is the lth column of W .
As for the multi-class case, the minimum perturbation is the same as that of the binary case which projects x0
on the hyperplane indexed by l(x) and updates the closed projection of x0 on faces of P . P is convex polyhedron,
which can be defined as Eq. (5):
P =

c
\

{x : fl̂(x0 ) (x) > fl (x)}

(5)

l=1

P is the region of the space where f outputs the label l(x). We define h(x) as the closest hyperplane, and then
h(x) can be computed at the point x0 by Eq. (6):

h(x0 ) = arg min
l6=l̂(x0 )

fl (x0 ) − fl̂(x0 ) (x0 )
ωl − ωl̂(x0 )

(6)

2

Next, we can get the minimum perturbation r∗ (x0 ) by Eq. (7):
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r∗ (x0 ) =

fl (x0 ) − fl̂(x0 ) (x0 )
2

ωl − ωl̂(x0 )

3

(ωh(x0 ) − ωl̂(x0 ) )

(7)

2

Gaussian noise for DeepFool

According to our research, the perturbation has a property of directionality, which will be subjectively ignored if we
only consider the projection of the point to the hyperplane when calculating the minimum perturbation. Since the
orthogonal projection is the shortest distance from the point to the hyperplane, this minimum value is established
under a special case. That is, the disturbance generated at this point goes to the hyperplane exactly in the direction
of the orthogonal projection, which is a very small probability event in the natural environment. It is hard to
guarantee that every perturbation happens to be an orthogonal projection. To solve this problem, we propose a
method by adding Gaussian noise in each perturbation to make the result more general.
3.1

Gaussian noise

Gaussian noise is a kind of noise whose probability density function obeys Gaussian distribution (i.e. normal
distribution) [16]. If the amplitude distribution of a noise obeys Gaussian distribution and the power spectral
density is uniformly distributed, it is called Gaussian white noise. The second moment of Gaussian white noise is
irrelevant and the first is constant, which refers to the correlation of successively signal in time. Gaussian white
noise includes thermal noise and shot noise. Taking convenience into consideration, we choose the Gaussian noise
to apply into the algorithm.
3.2

Generalization for binary classification

First of all, we present a point where the perturbation has a direction. According to Fig. 2, we can obtain that
the minimal perturbation is the orthogonal projection from x0 to hyperplane. Adding the property of directionality
into perturbation, we first make a circle with point x0 as the center and r∗ as the radius, and we can find that the
circle is tangent to the hyperplane H(x). We can obtain the radius r∗ with the origin point (x0 , y0 ) by Eq. (8):
(x − x0 )2 + (y − y0 )2 = r∗2 (x0 )

Fig. 2. Minimum perturbation for a binary classifier
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Geometrically, we take a quarter of the circle and combine it with the hyperplane H(x) to form a right triangle
as shown in Fig. 2. The shaded region is the region covered by the minimum perturbation of the orthogonal, and
then the spare part is the gap between original label ˆl(x) and altered label l(x), as illustrated in Fig. 3. We denote
the value of gap by S, which is computed as Eq. (9):
S=

(x0 −

y0 −b
)(ω T x0
ωT

2

+ b − y0 )

−

πr∗2 (x0 )
4

(9)

Fig. 3. Solution and Computation about the shaded area for a binary classifier

The main purpose is to reduce the area of S. However, by analysis, we find that hyperplane H(x) and point
x0 are fixed, and only the minimum perturbation can change the value of S. Since we have shown that orthogonal
projection or perturbation had the property of directionality, we can update it due to stable distance between x0
and hyperplane H(x). As a result, the main purpose of this research is to find out a way that slightly increases the
perturbation. Aforementioned, Gaussian noise is a kind of noise whose probability density function obeys Gaussian
distribution (i.e. norm distribution), which means it has two suitable attributes: extremely small noise and regular
distribution.
We intent to increase general minimum perturbation by adding noise without affecting the overall effect. Under
this situation, by adding Gaussian noise, we successfully stimulated real-life images disturbed by different directions,
where r∗ slightly increased and the area of value of S also declined. The improved algorithm named Gaussian Noise
(DeepFool) for the binary classifier is described in Algorithm 1. Note that the minimum perturbation about the
binary case is updated and computed by Eq. (10):
r∗ (x0 ) := arg min krk2 + GN (x0 , l(x0 ))

(10)

where GN (x0 , l(x0 )) is the Gaussian noise computed at the point x0 with label l(x0 ).
3.3

Generalization for multi-class classification

Similar to the binary case, for the multi-class case, the perturbation has the property of direction and the proposed
algorithm is in a greedy way, which is not guaranteed to converge to the optimal perturbation. Following the
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Algorithm 1 Gaussian Noise DeepFool (GNDF) for binary classifier
Require: image x, classifier f
Ensure: perturbation r∗
1: Initialize x = x0 , i = 0
2: while l(f (xi )) = sign(f (x0 )) do
3:
ri = − f (xi ) 2 + GN (xi , l(xi ));
kωf (xi ) k2
4:
xi+1 = xi + ri
5:
i=i+1
6: end while P
7: return r∗ = i ri

explained iterative linearization procedure in the binary case, we approximate the set P at iteration i by a polyhedron
Pi as Eq. (11):
P̂i =

c
\

T
T
{x : fl (xi ) − fl̂(x0 ) (x0 ) + ωl(x
x − ωl̂(x
x 6 0}
i)
)
0

(11)

l=1

Note that the closest hyperplane of P is h(x0 ), with Gaussian noise, and h(x0 ) can be updated and computed
formally by Eq. (12):

h(x0 ) = arg min
l6=l̂(x0 )

fl (x0 ) − fl̂(x0 )(x0 ) + GN (xi , l(xi ))
ωl − ωl̂(x0 )

(12)

2

The improved algorithm named Gaussian Noise DeepFool for the multi-class classifier is depicted in Algorithm
2. Note that the optimization strategy of DeepFool is strongly tied to the existing optimization techniques, and the
proposed method is an improvement version upon DeepFool. As a result, in [17], it is seen as Newtons iterative
algorithm for finding roots of a nonlinear system of equations in the underdetermined case for binary case, which
has been known as the normal flow method [17]. The main analysis of this optimization technique can be found in
[18], and we do not discuss it in detail in this paper. It is worth mentioning that the algorithm of the binary case
is the base that can be transferred to the multi-class case via linearization. Furthermore, we regard this type of
algorithm as a gradient descent algorithm with an adaptive step size, which seeks for goal label level and updates
automatically. Thus, it is similar to a sequential convex programming where the constraints are linearized at each
step.

Algorithm 2 Gaussian Noise DeepFool (GNDF) for multi-class classifier
Require: image x, classifier f
Ensure: perturbation r∗
1: Initialize x = x0 , i = 0
2: while ˆ
lxi ) = ˆ
l(x0 ) do
3:
for l 6= ˆ
l(x0 ) do
0
4:
ωl = ωfl (xi ) − ωl̂(x0 )(xi ) ;
0

5:
6:

fl = fl (xi ) − fl̂(x0 ) (x0 ) + GN (xi , l(xi ));
end for
0

7:

h = arg minl6=l̂(x0 )

8:

ri =

0

9:
10:
11:
12:

fh

fl

kωl0 k2

0

ω
k k2 h
xi+1 = xi + ri
i=i+1
end while P
return r∗ = i ri
0
ωh
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Experimental results
Setup

We now test our GNDF algorithm on deep neural network architecture by applying it to three image classification
datasets: MNIST, Fashion MNIST, and ImageNet. The details of the three architectures are as follows:
• MNIST: A three-layer fully connected network is trained with SGD, which includes 500 nodes of the input
layer, 150 nodes of hidden layer and 10 nodes of the output layer.
• Fashion MNIST: We trained the three-layer LeNet architecture.
• ILSVRC 2012: We used GoogLeNet [7].
We denote avg(f ) as the average robustness of adversarial perturbation of a classifier f , which is computed by
Eq. (13):
avg(f ) =

1 X kr∗ (x)k2
|N |
kxk

(13)

x∈N

where r∗ (x) is the estimated minimal perturbation, N denotes the test set, and kN k represents the number of
examples of test set. We have compared our method with DeepFool [4] and Fast Gradient Sign (FGS) [2].
4.2

Results

We compute the accuracy and average robustness avg(x) of each classifier under different datasets as shown in
Table 1. Note that for ISLVRC2012, we use the validation data because of the size of the dataset.
Table 1. Comparison with three classifiers
Classifier
Test error
FC500-150-10(MNIST)
1.7%
LeNet(Fashion MNIST)
9.8%
GOOLeNet(ISLVRC2012)
31.3%

avg(GNDF) avg(DeepFool) avg(FGS)
0.8 ∗ 10−1
1.1 ∗ 10−1
2.5 ∗ 10−1
−1
−1
7.2 ∗ 10
7.8 ∗ 10
12.4 ∗ 10−1
−1
−3
1.0 ∗ 10
1.9 ∗ 10
-

To reduce unnecessary tautology, we take the results of ISLVRC2012 on GooLeNet as an example. As illustrated
in Fig. 4, these two-type images are two of ISLVRC2012 and there are three images in each row. The first image is the
original one, the second is the image processed by DeepFool, and the third is the difference of pixel value obtained
by subtracting the processed image from the original image, which indicates the perturbation. Since the value of
perturbation is relatively small, it is not easy to find the original value directly as seen. For a better observation of
the difference, we show the value of perturbation processed in the experimental results, and ten times the original
value in the displayed in Fig. 4.
The corresponding perturbation r is computed by DeepFool, and it is obvious that the perturbation is small
enough. However, as aforementioned, the perturbation has directionality and the goal is to decrease the gap between
hyperplane H(x) and point x0 slightly without increasing perturbation. Then, we apply our method to the three
datasets to get smaller perturbation as shown in Fig. 5. It is likely seen in the image of the perturbation that GNDF
has slightly decreased the minimal perturbation of DeepFool and this is an improvement for increasing robustness
of deep model.

5

Conclusion

In this work, we have improved the previous algorithm about computing adversarial examples, named Gaussian
Noise DeepFool (GNDF), which overcomes a flaw in the aforementioned definition and avoids special cases with
generalization. The basic notion upon DeepFool is an iterative linearization of the classifier to generate minimal
perturbation. It is noted that perturbation has a directionality property, and then after introducing Gaussian
noise, taking tiny noise with norm distribution into consideration, the minimal perturbation increases slightly.
We generalize the single direction of perturbation (orthogonal projection) to the multi-direction of perturbation
(similar to the round for binary case or the sphere for multiclass case). That is, take the orthogonal projection of the
point to the hyperplane as the radius then making a geometric image (the round for binary case or the sphere for
multiclass case) tangent to the hyperplane. The area or volume is to do perturbation which is valid for the original
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(a) For DeepFool about Macaw

(b) For DeepFool about Horse Cart
Fig. 4. DeepFool for images and the perturbation

(a) For GNDF about Macaw

(b) For GNDF about Horse Cart
Fig. 5. The perturbation via GNDF for images
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label of example and the updated minimal perturbation is sufficient to change classification labels. We provided
extensive experimental evidence on three datasets and three classifiers, showing that the performance improvement
of the proposed method over the previous method and others by computing with adversarial perturbations, as well
as efficiency. The proposed GNDF algorithm is a generalized approach and provides a novel way to enhance the
classifier.
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