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Abstract. Network quantization can effectively reduce computation and memory costs, facilitating the
deployment of complex Deep Neural Networks (DNNs) on mobile equipment. However, the low-bit quantization without time-consuming training or access to the full datasets is still a challenging problem. In
this paper, we develop a two-stage quantization method to address these issues, which only requires a few
unlabeled samples. Firstly, we present a gradient-based approach to analyze per-channel sensitivity and
optimize the bit-width allocation for different channels according to their sensitivity. Secondly, we propose
to refine the quantization model by distilling knowledge from the output and intermediate features of the
pre-trained model. Extensive experiments on image classification and object detection demonstrate the
effectiveness of the proposed method, and it can achieve a promising result in 4-bit quantization.
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1

Introduction

Deep Neural Networks (DNNs) have achieved state-of-the-art performance in various tasks such as speech recognition, computer vision [1], and natural language processing. However, the complexity of DNNs increases dramatically, which hinders its deployment on embedded devices. To alleviate this problem, a number of approaches
have been proposed [2,3], such as network quantization [4,5], weight pruning [6,7], low-rank decomposition [8,9],
compact structure design [10], and knowledge distillation [11]. Among these methods, network quantization that
can reduce the memory bandwidth and power consumption significantly has been studied extensively. To speed
up the inference, the weights and activations are simultaneously quantized with low bit-width, replacing most
of the floating-point operations to fixed-point operations.
In general, there are two categories of approaches can achieve network quantization: training-time network quantization and post-training network quantization. Training-time quantization methods can obtain
extremely low bit-width, even representing weights with binary values [12–15]. However, these methods need
time-consuming training and the availability of the full datasets. Post-training quantization methods quantize
a pre-trained model in a training-free way, which can be accomplished in a short time [16–20]. As in many
real-world applications, large open training datasets are unavailable. Therefore, it is imperative to quantize the
network without the need of training data. 8-bit quantization with a few samples or without input data has
been widely used in industry nowadays [16]. Nevertheless, the lower bit quantization (such as 4-bit) without
retraining incurs considerable accuracy drop, and more efforts are needed to enhance the performance.
The general quantization methods usually assign a uniform bit-width for all layers, which is not optimal, as
the structure difference between different layers leads to different quantization properties. The layer-wise bitwidth allocation has been well studied recently [21–23]. Moreover, the importance of different channels varies
considerably [24, 25], and the bit-width of different channels can be adjusted to achieve more fine-grained optimization. However, relevant studies are still rare. In network optimization, the gradients indicate the tendency to
optimize the network output. The output difference between the quantization model and the pre-trained model
generates gradients of the quantized weights, which can be used for sensitivity analysis. Then the channel-wise
bit-width can be optimized according to the sensitivity analysis.
Besides, the performance of direct quantization usually cannot meet the requirements, which can be improved
with a few samples. He et al. [19] used 1000 unlabeled samples to re-estimate the statistical parameters of batch
normalization for accuracy recovery, which cannot be applied to the network having no batch normalization.
Yoni et al. [20] proposed to optimize the scaling factors of quantized weights with hundreds of unlabeled samples,
but the quantization of activations was not considered simultaneously. In fact, these works do not fully utilize
the knowledge from the powerful pre-trained model. The output and intermediate features of the pre-trained
model contain plenty of valuable information, which can be distilled for quantization refinement.
In this paper, we mainly study the linear quantization for 4-bit weights and 4-bit/8-bit activations (W4A4
/ W4A8). A two-stage optimization method is presented to achieve low-bit quantization using a few unlabeled
samples. In the first stage, we employ a gradient-based method to optimize the channel-wise bit-width allocation.
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In the second stage, we propose to align the output and intermediate features between the quantization model
and the pre-trained model for further improvement.

2

The Proposed Method

In this section, we introduce the linear quantization process first, and then we describe the channel-wise bit-width
optimization and the feature alignment based quantization refinement in detail.
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Fig. 1. The framework of unlabeled data driven network quantization.

2.1

The Linear Quantization Process

We conduct n-bit weight quantization and m-bit activation quantization on a pre-trained model Mf . The
quantization of weights can be formulated as:
wq = round(wf

2n−1 − 1 max |wf |
)
.
max |wf | 2n−1 − 1

(1)

where wf denotes the weight of Mf . As the activation layer usually has a minimum value of zero, the activations
can be quantized as:
2m − 1
T
xq = clamp(0, 2m − 1, round(xf
)) m
,
(2)
T
2 −1
where xf represents the full precision pre-activation, and T is a threshold stored for inference, which can be
evaluated through batches of input data. The activation is clipped when it exceeds the threshold. To balance
the computation efficiency and the accuracy, we apply per-channel quantization and per-layer quantization for
weights and activations, respectively. By Eq. (1) and Eq. (2), we can obtain an equal bit-width quantization
(E)
model Mq . This works well for 8-bit quantization but induces significant accuracy loss in 4-bit quantization.
The quantization model can be further improved with a few unlabeled samples as the following sections.
2.2

Gradient-Based Channel-Wise Bit-Width Optimization

According to the equal bit-width quantization model from Section 2.1, we perform quantization sensitivity
analysis and optimize the channel-wise bit-width allocation under the same consumption. The proposed method
originates from a simple idea: The larger the gradient, the more sensitive the parameter is. The quantization error
causes the output difference between the quantization model and the pre-trained model. By back-propagation
algorithm, we can obtain the gradients of quantized weights. The weights that are more relevant to output
difference have larger gradients, and we can analyze the sensitivity of different channels based on the gradient
distribution.
The proposed method can be shown in Fig. 1 (Stage 1). Given an unlabeled sample, the output difference
used for sensitivity analysis can be evaluated as:
Lsensitivity = M SE(u1 (x, Mf ), v1 (x, Mq(E) )),
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(E)

where x represents the input data, u1 and v1 denote the output of Mf and Mq , respectively. Since the weights
vary a lot and different weights have different sensitivity to the same gradient value, the magnitude of weights
should be considered in sensitivity analysis. The sensitivity of the weight can be measured as:
(
|gw |/|wq | wq 6= 0,
(4)
ĝw =
max|wf |
|gw |/|α∆| wq = 0, ∆ = 2n−1 −1
,
where gw is the gradient of weight, ∆ represents the quantization step, and α denotes a parameter controlling
the approximate value of zero weights, which is usually set to 0.5.
On the basis of the collected gradients with N unlabeled samples, the sensitivity of the i-th channel can be
formulated as:
P P i
ĜW
N
Si =
,
(5)
N ×c×d×d
where ĜiW ∈ Rc×d×d represents the statistical information of the i-th channel, c and d denote the input channel
number and the kernel size, respectively. According to the above sensitivity analysis, we can get the sensitivity
of each channel. The channels scoring high that are more sensitive to quantization should be allocated with
more bits. The channels scoring low that are less sensitive to quantization should be allocated with fewer bits
to keep the average bit-width unchanged. By optimizing the channel-wise bit-width allocation, we can achieve
(O)
an improved quantization model Mq without adding consumption. Due to the gradient decaying in backpropagation, the method cannot be applied to analyze the channel-wise sensitivity between different layers. But
it can be combined with the layer-wise bit-width optimization method for further improvement.
In addition to the quantization of weights, the low-bit quantization of activations also results in significant
accuracy drop, which can be developed through optimizing the threshold [16, 18]. To improve the quantization
of activations, analytical clipping [18] is used to trade off the quantization noise and the clipping distortion.
2.3

Feature Alignment Based Quantization Refinement

The performance of the quantization model from Section 2.2 can be further enhanced through distilling knowledge from the pre-trained model with limited data. As shown in Fig. 1 (Stage 2), a teacher-student framework
is employed to improve network quantization. The pre-trained model is considered as a teacher, and the quantization model is considered as a student. To recover the accuracy of the quantization model, we propose to
align the output of quantized layers and original layers. With a few samples available, simply aligning the last
layer will lead to the mismatch of intermediate features, resulting in overfitting finally. To avoid overfitting and
speed up convergence, the alignment of intermediate layers is essential, especially for very deep networks.The
alignment loss can be formulated as:
Lalignment =

l
X

β i M SE(ui (x, Mf ), vi (x, Mq(O) )),

(6)

i=1

(B)

where u and v denote the output and intermediate features of Mf and Mq , respectively, l layers are selected
for alignment, β represents the weighting factor of the selected layer.
With only a few samples, the search space should be limited to avoid large deviation from the pre-trained
model. First, the threshold in activation quantization is necessary to constrain the output range of activations.
The forward function of the activation layer is presented in Eq. (2), whose derivative is zero almost everywhere,
making the gradient unable to propagate. The “straight through estimator” was proposed to solve the training
of non-differentiable operators [13], and the backward function can be formulated as:
 ∂L
x ∈ [0, T ],
∂L
= ∂xq
(7)
∂x
0
others.
The gradients can propagate backward only when the pre-activations range in [0, T ]. Besides, as limited data
is not sufficient to evaluate the real statistical property of the training set, the statistical mean and variance
of batch normalization are kept consistent with the pre-trained model, which is different from re-estimating
statistical parameters for accuracy recovery [19]. During the alignment process, only trainable parameters are
updated.
2.4

The Overall Quantization Process

The process of the proposed two-stage quantization method is demonstrated in Algorithm 1. Only a few unlabeled samples are needed to accomplish the whole quantization. In the first stage, we evaluate per-channel
sensitivity and optimize the bit-width allocation for different channels. Besides, we adopt analytical clipping
to optimize the low-bit quantization of activations. In the second stage, we refine the quantization model by
aligning the output and intermediate features with the pre-trained model.
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Algorithm 1 The unlabeled data driven two-stage quantization algorithm.
Input: N samples (unlabeled), pre-trained model Mf , n-bit/m-bit quantization.
Output: Low-bit quantization model Mq .
1: Stage 1: Channel-wise Bit-width Optimization
(E)

2: Obtain an equal bit-width quantization model Mq

by Eq. (1) and Eq. (2).

3: Collect the gradient information:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

for i = 1,...,N do
Forward propagate to compute the loss for sensitivity analysis.
Backward propagate to compute the gradients of quantized weights.
end for
Evaluate per-channel sensitivity according to Eq. (4) and Eq. (5).
(O)
Optimize channel-wise bit-width allocation and get an optimized model Mq .
For low-bit activations, optimize the threshold through analytical clipping.
Stage 2: Feature Alignment
Initialize the full precision weight w0 = wq0 for parameter updating.
for epoch = 1,...,K do
Forward propagation:
(O)
Compute the output and intermediate features of Mf and Mq .
Compute the alignment loss for knowledge distillation.
Backward propagation:
Compute the gradients of xt−1
and wqt−1 .
q
Parameter update:
Update the full precision weight, wt = wt−1 − η t−1 ∂w∂L
t−1 .
q

Quantize the weight according to Eq. (1).
22:
Update the learning rate η t .
23: end for
21:

3

Experiments

In this section, we verify the effectiveness of the proposed method and compare it with several existing quantization methods on image classification. Besides, we also extend the experiments on object detection. The
experiments are implemented in Pytorch.

3.1

Experiments on Image Classification

We mainly perform the experiments on ImageNet dataset, which contains over 1.2 million training images, 100k
test images, and 50k validation images. Each image is classified into 1000 object categories. In the experiments,
1000 samples are randomly selected from the training dataset for channel-wise sensitivity analysis, analytical
clipping, and feature alignment. All images are resized to 256×256 and then cropped to 224×224 without data
augmentation. In this work, we mainly study W4A8 and W4A4 quantization (the first layer and the last layer
are quantized with 8-bit), and we perform extensive experiments on AlexNet, VGG16, VGG16-BN, ResNet-18,
and ResNet-50.

Gradient-Based Channel-Wise Bit-Width Optimization. First, we conduct W4A8 quantization on the
pre-trained model and obtain an equal bit-width quantization model. Then we collect the gradients of quantized
weights, which are generated by the output difference between the pre-trained model and the quantization model.
With 1000 unlabeled samples, we can obtain a sensitivity statistics vector S for each layer, which demonstrates
the sensitivity of different channels. The distribution of the sensitivity statistics in a layer is presented in Fig. 2.
As we can see, only a small proportion of the channels have high sensitivity scores. The channels scoring high
are expected to be more sensitive to quantization, which should be allocated with more bits.
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Fig. 2. The distribution of per-channel sensitivity statistics. Left: Conv5-3 in VGG16. Right: Layer4.2.conv3 in ResNet50.
The red bins represent the top-10% channels with high scores.
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Fig. 3. The verification results for channel-wise sensitivity analysis.

We further perform experiments to verify the sensitivity analysis results. According to the sensitivity analysis, the channels with high scores are quantized with 5-bit in each layer, and we compare it with the model
equally quantized with 4-bit (W4A8) or 5-bit (W5A8). The results are shown in Fig. 3. The accuracy of W4A8
quantization is marked as ‘0%’, and the accuracy of W5A8 quantization is marked as ‘100%’. As we can see,
quantizing the top-10% sensitive channels with 5-bit can achieve 40%∼70% improvement over W4A8 quantization, illustrating that the channels scoring high are more sensitive to quantization. However, this tendency drops
quickly, and quantizing the top-80% sensitive channels with 5-bit can nearly approach W5A8 quantization. In
addition to 5-bit optimization, we also quantize the sensitive channels with 6-bit or more, but the relative gain is
not obvious comparing to 5-bit. Therefore, we assign 5-bit to the sensitive channels in the following experiments.

C
C+O(±10%)
C+O(±20%)

C+O(±10%)
C+O(±20%)

Fig. 4. The results for channel-wise bit-width optimization. ‘FP’ denotes the pre-trained model, ‘C’ denotes analytical
clipping, ‘O’ denotes bit-width optimization, ‘±10%’ denotes quantizing the top-10% channels with 5-bit and quantizing
the top-10% less sensitive channels with 3-bit.
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To keep the consumption consistent with equal bit-width quantization, the less sensitive channels are quantized with 3-bit. We quantize the top-10% less sensitive channels with 3-bit, which has little effect on the
performance. For further accuracy improvement, we improve the optimization proportion and perform further
experiments. As shown in Fig. 4, when the proportion increases to ±20%, the performance degenerates slightly
comparing to ±10% optimization in several structures. To explain, with the proportion increases, the performance gain of 5-bit channels slows down, and 3-bit channels degrade the performance seriously. Therefore, we
adopt ±10% optimization in the experiments.
Feature Alignment Based Quantization Refinement. Given a few unlabeled samples, we utilize the
output and intermediate features of the pre-trained model for quantization refinement. Except the output layer,
2∼4 intermediate layers are selected for alignment. SGD is used as the optimizer and has a momentum of 0.9.
The learning rate starts from 0.001 and decays to 0.0001 when the loss flattens. In the optimization process,
the alignment loss drops quickly, and the accuracy improves rapidly in the early iterations. In most cases, we
can obtain a comparable result within ten epochs. With more epochs, the performance only improves slightly.
In the experiments, 1000 unlabeled samples are used for feature alignment, and increasing samples can improve
the performance marginally. With 1000 samples and less number of iterations, the whole refinement process can
be very fast.
We compare the proposed method with two quantization methods [18, 20] which also aim to achieve the
rapid deployment of low-bit quantization. As shown in Table 1 and Table 2, aligning the features can improve
the accuracy by a large margin. By channel-wise bit-width optimization and feature alignment, the performance
of the quantization model outperforms the existing methods except the W4A8 quantization of AlexNet. The
W4A8O(±10%)+D quantization only causes little accuracy drop comparing to the pre-trained model. Moreover,
the performance of W4A4C+O(±10%)+D quantization is also acceptable for deployment.
Table 1. The W4A8 quantization results on image classification. ‘D’ denotes the knowledge distillation based quantization refinement.
Network

FP W4A8 He, X [20] W4A8D W4A8O(±10%)+D

Top1
Top5
Top1
VGG16
Top5
Top1
VGG16-BN
Top5
Top1
ResNet-18
Top5
Top1
ResNet-50
Top5
AlexNet

56.55
79.08
71.59
91.38
73.37
91.50
69.76
89.08
76.15
92.87

-5.00
-3.65
-2.54
-2.16
-7.09
-4.28
-14.22
-9.94
-6.10
-3.35

-0.39
-0.20
-1.83
-1.01
-2.14
-0.99

-1.31
-0.87
-0.34
-0.22
-0.72
-0.36
-1.72
-0.94
-1.28
-0.59

-0.96
-0.60
-0.29
-0.21
-0.67
-0.32
-1.43
-0.80
-1.14
-0.42

Table 2. The W4A4 quantization results on image classification.
Network
Top1
Top5
Top1
VGG16
Top5
Top1
VGG16-BN
Top5
Top1
ResNet-18
Top5
Top1
ResNet-50
Top5
AlexNet

3.2

FP W4A4C Ron, B [18] W4A4C+D W4A4C+O(±10%)+D
56.55
79.08
71.59
91.38
73.37
91.50
69.76
89.08
76.15
92.87

-7.96
-5.94
-4.08
-3.50
-10.84
-6.34
-18.96
-14.09
-12.27
-7.56

-2.99
-1.81
-5.98
-3.52
-4.19
-2.35
-6.64
-3.73

-3.34
-2.43
-0.85
-1.62
-1.97
-0.99
-3.70
-2.13
-3.39
-1.81

-2.75
-1.80
-0.84
-1.55
-1.90
-0.92
-3.10
-2.05
-3.15
-1.70

Extensional Experiments on Object Detection

In addition to image classification, we also evaluate the proposed method on object detection. We adopt the
widely used object detection framework SSD300, which is trained with the combined training set from VOC
2007 and VOC 2012, and tested on the VOC 2007 test set. The backbone of SSD300 is based on VGG16,
Australian Journal of Intelligent Information Processing Systems

Volume 16, No. 4

ICONIP2019 Proceedings

Unlabeled Data Driven Quantization

15

7

and the performance is measured by mean Average Precision (mAP). The first layer is quantized with 8-bit,
and all other layers are quantized with 4-bit. We randomly select 1000 samples from the training dataset for
channel-wise sensitivity analysis, analytical clipping, and feature alignment. As on image classification, we use
SGD with a momentum of 0.9 as the optimizer. The learning rate is initialized to 0.001 and decays to 0.0001
when the loss flattens.
From the results presented in Table 3 and Table 4, we can see that both channel-wise bit-width optimization
and feature alignment can improve the accuracy significantly. Combining these two methods together, we can
achieve the best performance. The performance of W4A8O(±10%)+D quantization is comparable to the pretrained model, and W4A4C+O(±10%)+D quantization only drops 1.56% comparing to the pre-trained model.
Table 3. The W4A8 quantization results on object detection.
Network FP W4A8C W4A8O(±10%) W4A8D W4A8O(±10%)+D
SSD300 77.49 70.84

76.12

76.72

77.04

Table 4. The W4A4 quantization results on object detection.
Network FP W4A4C W4A4C+O(±10%) W4A4C+D W4A4C+O(±10%)+D
SSD300 77.49 68.30

4

74.51

75.51

75.93

Conclusion

In this paper, we present a two-stage quantization method that can achieve the rapid deployment of DNNs
with a few unlabeled samples. First, we propose to optimize the channel-wise bit-width allocation without
adding consumption using a gradient-based sensitivity analysis method. Besides, we propose to align the output
and intermediate features from the pre-trained model to the quantization model for further improvement.
Experiments on image classification and object detection demonstrate the effectiveness of the proposed method.
In future research, we will explore the combination of layer-wise and channel-wise bit-width optimization to
achieve superior resource allocation.
Acknowledgments. All correspondences should be forwarded to Chen Chen, the corresponding author, via
chen.chen@ia.ac.cn. This work was supported by the National Science Foundation of China under Grant NSFC
61906194.

References
1. Krizhevsky, A., Ilya, S., Geoffrey, E. H.: ImageNet classification with deep convolutional neural networks. In Advances
in neural information processing systems, pp. 1097-1105 (2012)
2. Cheng, Y., Wang, D., Zhou, P., et al.: Model Compression and Acceleration for Deep Neural Networks: The Principles,
Progress, and Challenges. IEEE Signal Processing Magazine, 35(1), pp. 126-136 (2018)
3. Cheng, J., Wang, P., Li, G., et al.: Recent Advances in Efficient Computation of Deep Convolutional Neural Networks.
Frontiers Inf Technol Electronic Eng, pp. 19-64 (2018)
4. Gupta, S., Agrawal, A., Gopalakrishnan, K., et al.: Deep learning with limited numerical precision. International
Conference on Machine Learning, (2015)
5. Lin, D., Talathi, S., Annapureddy, S.: Fixed point quantization of deep convolutional networks. International Conference on Machine Learning, (2016)
6. Han, S., Pool, J., Tran, J., et al.: Learning both weights and connections for efficient neural network. Advances in
neural information processing systems, (2015)
7. Han, S., Mao, H., Dally, W. J.: Deep compression: Compressing deep neural networks with pruning, trained quantization and huffman coding. arXiv preprint arXiv:1510.00149 (2015)
8. Denton, E. L., Zaremba, W., Bruna, J., et al.: Exploiting linear structure within convolutional networks for efficient
evaluation. Advances in neural information processing systems, (2014).
9. Jaderberg, M., Vedaldi, A., Zisserman, A.: Speeding up convolutional neural networks with low rank expansions.
arXiv preprint arXiv:1405.3866 (2014)
10. Howard, A.G., Zhu, M., Chen, B., et al.: Mobilenets: Efficient convolutional neural networks for mobile vision
applications. arXiv preprint arXiv:1704.04861 (2017)
Volume 16, No. 4

Australian Journal of Intelligent Information Processing Systems

8

16

Y. Yuan et al.

ICONIP2019 Proceedings

11. Hinton, G., Vinyals, O., Dean, J.: Distilling the knowledge in a neural network. arXiv preprint arXiv:1503.02531
(2015)
12. Zhou, S., Wu, Y., Ni, Z., et al.: Dorefa-net: Training low bitwidth convolutional neural networks with low bitwidth
gradients. arXiv preprint arXiv:1606.06160 (2016)
13. Courbariaux, M., Bengio, Y., David, J.P.: BinaryConnect: training deep neural networks with binary weights during
propagations. International Conference on Neural Information Processing Systems, pp. 3123-3131 (2015)
14. Hubara, I., Soudry, D., Yaniv, R.E: Binarized Neural Networks. Advances in Neural Information Processing Systems,
(2016)
15. Rastegari, M., Ordonez, V., Redmon, J.: XNOR-Net: ImageNet Classification Using Binary Convolutional Neural
Networks. European Conference on Computer Vision, pp. 525-542 (2016)
16. Migacz, S.: 8-bit inference with TensorRT. In GPU Technology Conference, Vol. 2, p. 7 (2017)
17. Krishnamoorthi, R.: Quantizing deep convolutional networks for efficient inference: A whitepaper. arXiv preprint
arXiv:1806.08342 (2018)
18. Ron, B., Yury, N., Elad, H., Daniel, S.: ACIQ: Analytical Clipping for Integer Quantization of neural networks .
arXiv preprint arXiv:1810.05723v1 (2018)
19. He, X., Cheng, J.: Learning Compression from Limited Unlabeled Data. In Proceedings of the European Conference
on Computer Vision, pp. 752-769 (2018)
20. Choukroun, Y., Kravchik, E., Kisilev, P.: Low-bit Quantization of Neural Networks for Efficient Inference. arXiv
preprint arXiv:1902.06822 (2019)
21. Lin, D., Talathi, S., Annapureddy, S.: Fixed point quantization of deep convolutional networks. In International
Conference on Machine Learning, pp. 2849-2858 (2016)
22. Zhou, Y., MoosaviDezfooli, S. M., Cheung, N. M., Frossard, P.: Adaptive quantization for deep neural network. In
Thirty-Second AAAI Conference on Artificial Intelligence, (2018)
23. Soroosh, K., Jing, L.: Adaptive Quantization of Neural Networks. International Conference on Learning Representations, (2018)
24. He, Y., Zhang, X., Sun, J.: Channel pruning for accelerating very deep neural networks. In Proceedings of the IEEE
International Conference on Computer Vision, pp. 1389-1397 (2017)
25. Li, H., Kadav, A., Durdanovic, I., Samet, H., Graf, H. P.: Pruning filters for efficient convnets. arXiv preprint
arXiv:1608.08710 (2016)
26. Komodakis, N., Zagoruyko, S.: Paying more attention to attention: improving the performance of convolutional
neural networks via attention transfer. International Conference on Learning Representations, (2017)

Australian Journal of Intelligent Information Processing Systems

Volume 16, No. 4

