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Abstract. Neural networks (NNs) have achieved excellent performance in many industrial tasks, but their
interpretability is still a major challenge and difficulty, in which the generalization ability of NNs is a subject
to be completely studied. Inspired by ensemble learning, this paper proposes a new evaluation indicator called
diversity to evaluate the generalization ability of NNs, that is, each hidden unit plays two roles in Neural
Networks: the unit could be treated as an “ensemble” learner that integrates features extracted from the
preceding layer, meanwhile, it is treated as a base learner for the learners in the next layer. We derive a diversity-
based generalization bound for NNs and prove that network diversity is crucial for reducing generalization
error. We experimentally verified the proposed evaluation indicator on two well-known datasets, i.e. CIFAR
and MNIST, and the experimental results sufficiently verified the theory we proposed.
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1 Introduction

As we all know, Neural Networks (NNs) have achieved excellent success in many complex tasks, such as image
classification, machine translation, language modeling and speech recognition, etc. Despite its powerful learning
ability, we know little about why Neural Network models work so well from a theoretical perspective.

Many theoretical pieces of research have been made to analyze the representation power of the Neural Network-
s [12, 4, 22]. It is proved that Neural Network with massive parameters is very powerful and has the potential to
learn complicated relationships of data distribution [5, 13, 25]. However, because of the high non-convexity of the
model and unknown distribution of data the expressive power, Neural Network can not guarantee the generaliza-
tion of NNs completely. To achieve a minimization for the non-convex objective function,several studies focused
on the convergence of optimization algorithms [23, 16] and derived the generalization error bounds [7, 11] by using
stability [14, 3, 21]. Neyshabur et al. [18] introduced Path-SGD to train the model, which is invariant to rescaling
of weights, and achieved better generalization performance.

Moreover, there still exist some problems: Why do models trained on the same training data have different
generalization performance? What ensures the generalization of neural networks? What is the relationship between
the parameters and the generalization of the models?

To answer those questions, statistical learning theory has proposed a number of different complexity measures
that are capable of controlling generalization error [2, 6, 19]. Bartlett et al. [1] utilized spectrally-normalized margin
bounds to study generalization. Keskar et al. [8] adopted sharpness as a tool to denote the robustness of the training
error to perturbations in the parameters. Behnam Neyshabur et al. [17] combined above-mentioned measures and
showed that the combination of expected norm and sharpness indeed captured the difference in the generalization of
the models trained on true or random labels. However, they did not consider much about the relationship between
parameter distribution and generalization performance.

In this paper, we analyze the generalization of NNs from the perspective of parameter distribution. Inspired by
the diversity of ensemble learning [20, 24, 9], we derive a diversity-based generalization error bounds of NNs and
analyze how model parameters affect the bounds. Ensemble learning uses multiple base learners to obtain better
predictive performance that could be obtained from any of the constituent individual learners alone. Analogously,
each hidden unit plays two roles in Neural Networks: the unit could be treated as an “ensemble” learner that
integrates features extracted from the preceding layer, meanwhile, it is treated as a base learner for the learners in
the next layer.

We define the diversity in NNs. Then basing on the diversity, we drive the generalization bounds of NNs
which show that increasing diversity leads to reduced generalization error. It is consistent with our intuition that
constructing diverse hidden units may decrease the amount of redundancy in a neural network and lead to better
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performance. We have conducted experiments on CIFAR and MNIST datasets to verify our theoretical findings.
The experimental results are consistent with our theory.

Our main contributions can be summarized as follows:

– Inspired by ensemble learning, we define a new evaluation indicator called diversity to evaluate the generalization
ability of NNs; we derive a diversity-based generalization bound for NNs; we prove that diversity is crucial for
reducing generalization error.

– We experimentally verified the proposed evaluation indicator on two well-known datasets, i.e. CIFAR and
MNIST, and the experimental results sufficiently verified the theory we proposed.

2 Generalization Analysis of Neural Networks

In this section, we prove the effect of diversity on the generalization performance of NNs. First, we define the
diversity of neural networks(Section 2.1) and introduce the generalization error in NNs (Section 2.2). Then, we
derive the generalization bounds via diversity and prove that diversity is an important factor in determining NNs’
performance (Section 2.3).

2.1 Neural Networks

Neural networks (NNs) are in a chain structure, in which each layer being a function of the layers preceding it.
Let o(d) and a(d) denote the output value and activation value of Neural units in layer d whose input is the
activations of the preceding layer.

a(1) = g(1)(o(1)) = g(1)(W (1)⊤x) (1)

a(d) = g(d)(o(d)) = g(d)(W (d)⊤a(d−1)) (2)

where x is the input of the model. W (d) ∈ Rn(d−1)×n(d)

is the weight matrix connecting layer (d − 1) and layer d;
n(d−1) is the number of hidden units in layer (d− 1).

In ensemble learning, how to learn diverse and useful features is a key problem. Similarly, we characterize the
performance of the hidden layer by considering error and diversity. Error measures the ability to the hidden units
learning useful features. Diversity considers the uncorrelation among hidden units and takes the “important” score
of different units which is regarded as equality into account. In biological diversity [10], equality measures how
equally important different species are in maintaining the ecological balance within an ecosystem, and if no species
dominates another, the ecosystem is deemed as more diverse. Likewise, if the NNs are biased towards a specific unit
and discards the other units, the diversity of the model is the least.

Each unit is treated as a random variable. For an estimation f(θ̂), ô and â denote the output and activation

value over the model f(θ̂). The error and diversity are defined as follow:

Definition 1. Supposed that there are d hidden layers in the NN, the error of layer d is

err(â(d)) =
n(d)∑
i=1

ŵ
(d+1)
i∑n(d)

k=1 ŵ
(d+1)
k

(
n(d)∑
k=1

ŵ
(d+1)
k â

(d)
i − o∗(d+1))2 (3)

where o∗(d+1) is the output of the expected estimation f(θ∗),

o∗(d+1) = W ∗(d+1)⊤g(d)(a∗(d)).

Definition 2. The diversity of layer d is

div(â(d)) =

n(d)∑
i=1

ŵ
(d+1)
i∑n(d)

k=1 ŵ
(d+1)
k

(

n(d)∑
k=1

ŵ
(d+1)
k â

(d)
i − ô(d+1))2 (4)

err(â(d)) is a weighted sum of the errors caused by different units in the last hidden layer. If all units learn the
correct representations close to the output of the expected estimation, err(â(d)) will tend to zero. The diversity
div(â(d)) is a weighted sum of the squared deviation of the activation value, where the deviation of unit i is measured

by (
∑n(d)

k=1 ŵ
(d+1)
k â

(d)
i − ô(d+1))2 and its important score is the normalized weight

ŵ
(d+1)
i∑n(d)

k=1 ŵ
(d+1)
k

.
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2.2 Generalization Error

Given a training set T = {(x1, y1), (x2, y2), ...} which are i.i.d. sampled from X × Y according to an unknown
distribution P. Our goal is to learn a model mapping an input to an output. Generalization error is a measure of
how accurately the model is able to predict outcomes for unseen data (x, y) ∈ X × Y [15],

err = E[L(f(x), y)]1, (5)

where L is the loss function.
In neural network, let Θ denote the parametric family of the NN, where θ∗=argmin

θ∈Θ
E[L(f(x; θ), y)] is the

expected estimation over the parametric family. Recent work [11] utilized approximation error to measure the
difference between the expected estimation and the true label,

errapp(θ
∗) := E∥f(x; θ∗)− y∥. (6)

Given the parameters, θ̂ ∈ Θ, estimation error is adopted as a measure of the accuracy of θ̂ [11]:

errest(θ̂) := E∥f(x; θ̂)− f(x; θ∗)∥. (7)

The generalization error could be represented as follow:

errG = E∥f(x; θ̂)− y∥
≤ errest(θ̂) + errapp(θ

∗). (8)

2.3 Generalization Error Bounds of NNs

In this section, we prove the effect of diversity on generalization performance of the NNs. First, we derive the
diversity-based generalization error bound for NNs with one hidden layer (Theorem 1). Then we study neural
networks with multiple hidden layers that cover deep NNs.(Theorem 2).

Theorem 1. Suppose that there is one hidden layer in NN. The generalization error is

errG = E|f(x; θ̂)− y|
≤ errest(θ̂) + errapp(θ

∗)

= E|ε|[err(â(1))− div(â(1))]
1
2 + errapp(θ

∗) (9)

where err(â(1)), div(â(1)) denotes the error and diversity, respectively, in the hidden layer, ε = ∇o(2)g
(2)(ξ). ξ ∈

(min{ô(2), o∗(2)},max{ô(2), o∗(2)}).
Proof.

errG = E|f(x; θ̂)− y|
≤ E|f(x; θ̂)− f(x; θ∗)|+ E|f(x; θ∗)− y| (10)

E|f(x; θ̂)− f(x; θ∗)|2

= E(∇o(2)g
(2)(ξ)(ô(2) − o∗(2)))2 (11)
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(2)
k

(o∗(2))2 − 2

n(1)∑
i=1

ŵ
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(1)
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(1)
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ŵi∑n(1)

k=1 ŵ
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k

(ô(2))2

=
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ŵ
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(
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ŵ
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= err(â(1))− div(â(1)) (12)

1 We note that the expectation E[·] is computed based on the distribution P.
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Thus,

errG = E|f(x; θ̂)− y|
≤ E|ε|[err(â(1))− div(â(1))]

1
2 + errapp(θ

∗) (13)

Theorem 1 implies that increasing the diversity div(â(1)) while maintaining the hidden layer’s error err(â(1)),
can reduce generalization error. Reinforcing the diversity among hidden units could help the units learn effective
representations and produce better generalization behavior.

Theorem 2. Suppose that there are d hidden layers in the NN, the generalization error of the NN is,

errG ≤ E|ε|[err(â(d))− div(â(d))]
1
2 + errapt(θ

∗) (14)

= E|ε|[
∑n(d)

j=1 w̃
(d)
j [errj(â

(d−1))− divj(â
(d−1))]− div(â(d))]

1
2 + errapp(θ

∗) (15)

where
w̃(d) = (w̃

(d)
1 , w̃

(d)
2 , ..., w̃

(d)

n(d))

and

w̃
(d)
j = ∇

o
(d)
j

g(d)(ξ(d))ŵ
(d+1)
j

n(d)∑
k=1

ŵ
(d+1)
k .

Proof. According to Theorem 2.1, we have

E(errest(f̂))2

= E(∇o(d+1)g(d+1)(ξ)(ô(d+1) − o
∗(d+1)
FM

))2 (16)

(ô(d+1) − o∗(d+1))2

= err(â(d))− div(â(d)) (17)

Next, we decompose the error in layer (d) into the two components, i.e.,

err(â(d))
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=
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ŵ
(d+1)
j
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ŵ
(d+1)
k
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(ε
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ŵ
(d)
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(d)
hj

((
n(d−1)∑
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ŵ
(d)
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(d−1)
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∗(d)
j )2

−(
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ŵ
(d)
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(d−1)
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(d)
j )2)

=
n(d)∑
j=1

w̃
(d)
j [errj(â

(d−1))− divj(â
(d−1))] (18)

where ε
(d)
j = ∇

o
(d)
j

g(d)(ξ(d)) and g(d)(o
∗(d)
j ) = o∗(d+1)∑n(d)

k=1 ŵ
(d+1)
k

.

According to theorem 2, we can see that the generalization error of the model could be decomposed into the error
err(â(d)) and the diversity div(â(d)) of the last hidden layer and the approximate error errapt(θ

∗) (14), while the
last hidden layer’s error depends on the performance of the preceding layer (15). Moreover, the error in layer (d−1)
can also be decomposed into the error and diversity in layer (d − 2). In the multi-layers NNs, the diversity of the
hidden layer also has a force on the performance of the subsequent layers. In order to improve the generalization of
NNs, the diversity in the hidden layers need to be enhanced.

This conclusion is consistent with our intuition. If all neurons in the network are highly correlated and the
output values of different neurons are consistent, then most neurons in the network are redundant, the features
learned by the model are single, the ability to learn useful features is limited, and the generalization performance
of the model is limited. Therefore, we need to enhance the diversity of models through certain means.
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3 Experiments

In this section, we conduct two experiments to show the impact of diversity on the generalization performance of
the model and validate our theoretical conclusion.

3.1 Experiments on CIFAR

In this part, we verify the effect of diversity on the generalization performance of the mode on the CIFAR dataset.
Dataset The CIFAR-10 dataset consists of 60000 images with 32×32 in 10 classes. It has been split into 50000
training images and 10000 test images. The CIFAR-100 dataset is just like the CIFAR-10 dataset, expect that
it has 100 classes containing 600 images each. There are 500 training images and 100 testing images per class.
Experimental Settings The model in our experiments is a simple Feedforward Neural Network (FNN) model
with two hidden layers, where the number of hidden units is set to 256 and 128, respectively. The activation function
of the model is ReLU .

(a) Test accuracy (b) Diversity

Fig. 1. The test accuracy and diversity of the models on CIFAR-10 (blue line) and CIFAR-100 (red line) dataset. The light
line and dark line represent the diversity in the first hidden layer and the second hidden layer, respectively. We plot the
diversity divided by the norm of activation values in the hidden layers.

The results are reported in Fig. 1. To avoid the influence of the scale of activation values on the diversity, we
plot the diversity divided by the norm of activation values in the hidden layer. We observe that at the beginning
the diversity of the model is the least. As the increase of the test accuracy, the diversity of the model also increases.
Particularly, when the accuracy goes to stabilize, the growth of the diversity slows down. It indicates that the test
accuracy is associated with the diversity which captures the variation in generalization behavior of the model in
the training process. In order to achieve better performance, the model tends to learn diverse representations.

3.2 Experiments on MNIST

In this subsection, we verify the effect of diversity on the generalization performance of the mode on the MNIST
dataset.
Dataset The MNIST dataset consists of 28 × 28 pixel handwritten digit images. The dataset is divided into a
training set with 60000 samples and a test set with 10000 samples.
Experimental Settings Our experiments are basing on a fully connected neural network with two hidden layers.
The activation function of the model is the ReLU activation function. We compute the diversity in the last hidden
layers, i.e.,

diversity(a(2)) =

l(2)∑
i=1

w
(3)
ij

w
(3)
j

(w
(3)
j a

(2)
j − o(3)n )2. (19)

The accuracy on the test data reflects generalization performance of the model.
The left subgraph in Fig. 2 describes the accuracy on the training data and test data. The left subgraph is a
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Fig. 2. The blue line and red line on the left subgraph represents the accuracy of the training set and test set. The red line
on the right subgraph represents diversity.

description of diversity. From Fig. 2 we can see that during the initial training period, the diversity is significantly
increased and the test accuracy is also significantly improved. As the diversity increases slowly the test accuracy
also increases gently. It is consistent with our theoretical conclusion that with diversity increasing the generalization
performance of the model will also increase.

4 Conclusion

In this paper, we investigate the generalization ability of NNs from a new perspective: ensemble learning; we propose
diversity to describe the generalization performance of NNs; we decompose the generalization error into the two
components, namely, estimation error and approximation error. The estimation error in layer d is equal to the error
in layer d−1 which minus the diversity in layer d−1 . And this result could generalize to any hidden layer. Increasing
the expected diversity in each hidden layer helps to reduce the generalization error. The experiments on CIFAR
and MNIST datasets demonstrate that the diversity among hidden units is a key factor for better generalization,
which verifies our theoretical conclusion.
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