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Abstract. Text classification is an important task in Natural Language Processing. Traditionally, human-designed features
are used on text classifiers. In recent years, methods based on word embeddings and deep learning have made a great
breakthrough. Deep neural networks such as convolutional neural networks and recurrent neural networks have achieved
very good results. The attention mechanism, especially self-attention, has also gained great performance on many NLP tasks.
This paper describes an extensive pyramid network for text classification. The pyramid architecture is simple and elegant
by using max pooling layers in many pyramid blocks. In each pyramid block, self-attention layers are used to capture the
relationship between the words in the sequences. In addition, recurrent layers are used to obtain the order information and
convolutional layers are applied to get the local contextual information. Experiments on five large-scale text classification
datasets show that our network achieves better performance than the previous models.

Keywords: Text Classification · Deep Learning · Self Attention.

1 Introduction

Text classification is an essential component in many NLP applications, including information filtering, web searching, sen-
timent analysis, and spam detection [1,24] . Traditional methods usually represent texts with features, such as bag-of-words
(BOW), n-grams and latent Dirichlet allocation (LDA)[9], and then use different classifiers on the text representation [28,12].
However, these traditional methods cannot capture the contextual information and the word order. Recently, models based on
deep neural networks and word embeddings have become increasingly popular [16,31,18], and achieved amazing performance
on various NLP tasks. Word embedding is a distributed representation of words, which represents the meanings of the words.
In previous work [16], it is shown that using non-static pre-trained word embeddings could achieve good results.

Recurrent neural networks (RNN) are commonly used on NLP tasks. RNN is able to store the semantics of the previous
words and capture the contextual information [5]. However, RNN is a bias model, where later words are more dominant than
earlier words. Thus, it could reduce the effectiveness when it is used to capture the semantics of a whole document, because
key components could appear anywhere in a document rather than at the end [18]. Also, because of the recurrent structure,
RNN is very slow.

Convolutional neural networks (CNN) also achieve good performance in text classification [16,15]. CNN can fairly de-
termine discriminative phrases in a text with a max pooling layer. Compared to RNN, it could better capture the semantic of
texts, and it is much faster. However, CNN is difficult to determine the window size [18]. Small window sizes may result in
the loss of some critical information, whereas large windows result in an enormous parameter space, which could be difficult
to train. Meanwhile, CNN cannot capture the order information of the words.

The attention mechanism is a function to focus on the most important part of the texts, because not all parts of a document
are equally relevant [30]. The attention mechanism is widely used on a large amount of NLP tasks, such as machine translation
[2], image caption [29], and text classification [30,32]. Another attention mechanism called self-attention could capture the
relationship of different positions in a sequence [27], and it has been used successfully in a variety of tasks including semantic
role labeling, reading comprehension, abstractive summarization, textual entailment and learning task-independent sentence
representations [25,3,22,21,19]. In this paper, we introduce the Extensive Pyramid Network (EPN), which is more complex
and more efficient than traditional pyramid structures. EPN has recurrent layers, self-attention layers and convolutional layers
in many pyramid blocks. The self-attention layers could focus on the important parts of the sequences and obtain global
dependency. The recurrent layers and convolutional layers could gain order information and local contextual information. It
is observed that all three types of layers are useful in the pyramid structure, and it is better than using convolutional layers
only. Besides, we use a multi-region embedding layer over the word embedding layer, which achieves higher accuracy than
single-region embeddings. Our model outperforms the previous models on five large scale text classification datasets.
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2 Model

2.1 Overall Structure

The overall structure of EPN is shown in Fig. 1a. The first layer is the multi-region embedding layer, which is a parallel
convolutional layer over the word embeddings. It is also called region embedding layer [14], which could cover one or more
words of the sequences. In this paper we choose different regions and concentrate them together. Then we add several pyramid
blocks on the multi-region embeddings. Each pyramid block contains a pooling layer, a recurrent layer, a self-attention layer
and a convolutional block. The details of the convolutional block are shown in Fig. 1b. The number of the pyramid blocks is
fixed to 7 unless otherwise specified. At last, the global max pooling layer gets the representation of the text, and a softmax
layer is added to predict the labels. The details are described in the following sections.

2.2 Multi-region Embeddings

It is shown that adding a convolutional layer with region size k > 1 over the word embeddings could capture complex concepts
[14]. In our model, we use different region sizes over the word embeddings and concentrate them together to produce the multi-
region embeddings. It could learn more information from different regions. In this paper, we set the regions to be 3, 4 and 5,
having 30, 30, and 40 feature maps separately.

Fig. 1. (a) The structure of EPN. (b) The details of the convolutional block. ⊕ is the addition operation.

2.3 Pyramid Blocks

The pyramid block has four parts: pooling layer, recurrent layer, self-attention layer and convolutional blocks. The pooling
layer could reduce the size of the input by half and decrease the computational complexity [14]. The recurrent layer is able to
obtain the word order information on both forward and backward directions. The self-attention layer could gain the relationship
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between the different words of the sequences. The convolutional blocks are used to get the local contextual information. All
of the layers are useful and have a contribution to increasing the accuracy of the structure. In previous work, the deep pyramid
convolutional neural network (DPCNN) also has a pyramid structure, but only CNNs are used in that network. Our pyramid
blocks with different types of layers are able to obtain more information.

Pooling Layer The pyramid blocks begin with a pooling layer, which is max pooling with pool size 2. This pooling operation
could halve the length of the input, so the whole structure of the input size looks like a pyramid. In this way, the global
information is obtained. After the last pyramid block, a global max pooling layer is added to get the final representation of the
texts.

Recurrent Layer We choose the long short-term memory as the recurrent unit [11]. Bidirectional LSTMs are used to build the
recurrent layer, because the bidirectional LSTM networks could get the future context [32]. The input sequence is processed
by two LSTMs from both directions, and in this way, the order information of both directions is obtained. Then we concentrate
on the two hidden states:

−→
ht = LSTM(xt,

−−→
ht−1) (1)

←−
ht = LSTM(xt,

←−−
ht+1) (2)

yt = [
−→
ht ,
←−
ht ] (3)

In pyramid blocks, we set the dimension of each LSTM to be 50, so the dimension of the recurrent layer is 100.

Self-attention Layer Self-attention is an attention mechanism which could relate different words of the sequence [25]. The
self-attention mechanism has been successful in many NLP tasks. We use multi-head self-attention [27], which allows the
model to learn the information from different positions. The attention function is computed by n queries Q ∈ Rn×d, keys
K ∈ Rn×d, and values V ∈ Rn×d.

Attention(Q,K, V ) = softmax(
QKt

√
d
) (4)

where d is the dimension of queries and keys. Then the multi-head attention is calculated with h parallel heads.

headi = Attention(QWQ
i ,KW

K
i , V WV

i ) (5)

MultiHead(Q,K, V ) = Concat(head1, ..., headh)W
O (6)

where WQ
i ∈ Rn×d/h, WK

i ∈ Rn×d/h, WV
i ∈ Rn×d/h and WO ∈ Rd×d.

In order to maintain the same dimension, the dimension d is set to be 100, which is the same as the recurrent layer. We
employ the parallel attention layers h =10. In this work, we use the self-attention mechanism, so the queries, the keys and the
values are the same.

Convolutional Blocks In the convolutional blocks, we use shortcut connections [6], which is x + f(x). The f function
usually represents two convolutional layers. The shortcut connections were first applied in image classification tasks, and also
have been successfully used in NLP tasks [14,4]. In this paper, we also use pre-activation, which means Wσ(x) + b at every
convolutional layer [7]. Here the σ function is the rectified linear unit [20]. The kernel size is set to be 3. Also, to keep the
dimensions unchanged, all convolutional layers have the same feature maps 100.

2.4 Text Classification

After having the representation v of the text by the final pooling layer, in order to classify the labels, a softmax layer is added.

p = softmax(Wcv + bc) (7)

and the loss function is negative log-likelihood:

loss =
∑
D

log pDj (8)

where D represents each text with label j.
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Table 1. Dataset information.

Dataset Classes Documents Max words Average words
Yelp2013 5 468,607 1060 129
Yelp2014 5 670,439 1053 116
Yelp2015 5 897,834 1092 108

Yelp P 2 598,000 1072 138
Amazon P 2 4,000,000 596 153

3 Experiments

3.1 Datasets

We evaluate our model on five large-scale sentiment analysis datasets. The information of the datasets are shown in Table 1.
We choose 80% data for training, 10% for validation, and 10% for testing.

Yelp Reviews The Yelp reviews datasets are obtained from the Yelp Dataset Challenge [26], having 5 sentiment labels (the
higher, the better). This dataset has 4,736,892 documents, and three subsets Yelp 2013, 2014, and 2015 containing 468,607,
670,439 and 897,834 documents separately are extracted. Yelp P is a polarity dataset including 598,000 documents with two
sentiment labels, and we obtained it from [31].

Amazon Reviews The Amazon reviews dataset contains 34,686,770 reviews on 2,441,053 products from 6,643,669 users
[8]. The Amazon P dataset is also a polarity dataset with two labels, which is also obtained from [31]. The review title and
review content are combined into one document, and we utilize it to predict the text labels.

3.2 Baselines

We compare our model with DPCNN [14], and HAN [30]. These two models had better results when they compared with the
other models in their reports. Also, we add ShallowCNN to be a baseline model [13]. In order to compare the performance of
different models, we use the same pre-trained word embeddings in all the models. We reproduced the baseline models with
the hyper parameters in their reports.

DPCNN Deep pyramid CNN is proposed by Johnson and Zhang [14]. They also build a pyramid structure, using shortcuts
and two convolutional layers with kernel size 3 in each block. The number of all feature maps are fixed to be 250.

DPCNN+ In order to compare models having the same depth, we implement a DPCNN+, which has the same number of
layers with EPN. In DPCNN+, the convolutional blocks are repeated twice before max pooling. So there are four convolutional
layers and two shortcuts in one block, which is equal to the number of one pyramid block in EPN.

HAN Hierarchical attention network is proposed by Yang et el. [30]. They construct a hierarchical structure at word level and
sentence level. They use bidirectional GRUs and attention mechanism on both level. The dimension of each GRU is set to be
50.

ShallowCNN ShallowCNN is proposed by Johnson and Zhang [13]. One convolutional layer is added after the word embed-
ding layer, and the number of feature maps is set to be 500.

3.3 Model Configuration and Training Protocol

For each dataset, we retain the top 30,000 words of the vocabulary and use the pre-trained GloVe embeddings to initialize
the word embeddings [23]. The word embed-ding dimension is set to be 300. The dimension of each layer is 100, so the
dimension of both LSTM is 50 and the feature maps of the CNNs are 100. The dimension of self-attention layer is also 100,
and the number of the heads is 10. The region size of the multi-region embedding layer is 3, 4 and 5 with 30, 30 and 40 feature
maps. The weights are initialized at random.

For training, we set the mini-batch size to be 100 and use Adam with α = 0.001 ,β1 = 0.9 ,β2 = 0.999 and σ = 10−8 [17].
We tune the hyper parameters on the validation set. To avoid over-fitting, we add dropout with 0.5 after the word embedding
layer [10], and using L2 regularization with parameter 0.0001 on the word embedding layer.
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Table 2. Text classification results, in percentage.

Dataset Classes Documents Max
words

Average
words

Average
words

Average
words

EPN GloVe 69.76 72.70 75.09 97.19 96.36
DPCNN+ GloVe 69.05 72.11 74.56 96.97 96.22
DPCNN GloVe 68.93 72.00 74.47 96.88 96.15

HAN GloVe 68.97 72.05 74.38 96.73 96.01
ShallowCNN GloVe 68.26 71.52 73.94 96.53 95.66

3.4 Results

The results on all datasets are shown on Table 2. From Table 2 we could see that EPN outperforms DPCAN, HAN and
ShallowCNN on all the datasets. In the previous study of HAN and DPCNN [30,14], their reports show that their models
are better than linear methods, SVMs, LSTM, char-level CNN [31], Conv-GRNN and LSTM-GRNN [26]. Their models
underperform our model when we use the same pre-trained word embeddings to initialize the models.

EPN can be regarded as a expansion of DPCNN. In EPN, recurrent layers, self-attention layers and convolutional blocks
are all used in the pyramid blocks rather than just using convolutional blocks. The results show that on all datasets, EPN
has higher accuracy than DPCNN+. DPCNN+ has better performance than DPCNN because of the addition layers, but the
increase is much smaller than EPN. The improved accuracy demonstrates that using recurrent layers, self-attention layers and
convolutional layers are more powerful than just using convolutional layers. We use an NVIDIA GTX 1080 GPU to train the
model, and the computation time and accuracy of each model on Yelp 2013 dataset is shown in Fig. 2. Note that the LSTMs
in EPN and the GRUs in HAN are optimized in cuDNN-level. Because of the additional layers in each pyramid block, our
model is more complex. Because EPN has more layers, DPCNN and HAN are 2.5 times as fast as EPN. When we compare
EPN with DPCNN+, DPCNN+ is twice as fast as EPN, because the recurrent layers and multi-head self-attention layers are
slower than convolutional layers, but EPN has much higher accuracy.

3.5 Analysis

In this subsection, we discuss why EPN achieves better performance. The results are experimented on Yelp 2013, Yelp 2014
and Yelp 2015 datasets.

Model Depth We choose EPNs with 1, 3, 5 and 7 pyramid blocks, and the results are shown in table 3. EPN with 3, 5 or 7
blocks achieve better performance than EPN with one block. On Yelp 2014, EPN with 7 blocks achieves the best performance.
However, EPN with 3 blocks outperforms others on Yelp 2013 and Yelp 2015. So model depth is an important hyper parameter
of the model, it may be not the deeper, the better. EPN with 3 pyramid blocks is a good choice to try first.

Fig. 2. Computation time and accuracy.
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Table 3. Accuracy of EPNs with different number of pyramid blocks.

Model Pyramid
Blocks

Yelp 2013 Yelp 2014 Yelp 2015

EPN 1 69.42 72.37 74.75
EPN 3 69.83 72.56 75.13
EPN 5 69.64 72.61 74.95
EPN 7 69.76 72.70 75.09

Table 4. Text classification results, in percentage.

Model Embed Region Feature
Maps

Yelp 2013 Yelp 2014 Yelp 2015

EPN GloVe 3,4,5 30,30,40 69.76 72.70 75.09
EPN GloVe 3 100 69.76 72.56 75.00
EPN GloVe 5 100 69.48 72.52 74.88

Different Types of Layers The results in Table 2 have shown that EPN is more powerful than DPCNN+ when they have the
same number of layers. The results in Table 3 demonstrate that EPN with 1, 3, 5 and 7 pyramid blocks outperform DPCNN
and DPCNN+. So using different types of layers could get more information than using convolutional layers only.

Multi-region Embeddings In order to study the efficiency of multi-region embeddings, we compare it with single-region
embeddings. The results are shown in Table 4. On all the datasets, multi-region embeddings with region size 3, 4 and 5 out-
performs single-region embeddings with region size 3 or 5. So multi-region embeddings are able to capture more information
from different regions.

4 Conclusion

In this paper, we proposed an extensive pyramid network for text classification. Our model could obtain more information
than traditional pyramid structures by the different types of layers in the pyramid blocks and the multi-region embeddings.
Experiments on five text classification datasets demonstrate that our model is more efficient than previous models.
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