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Abstract. Neural networks provide new possibilities to learn complex relevance patterns, and have obtained
significant performance improvement in the field of Information Retrieval (IR). In ad-hoc retrieval, judging
relevance between a query and a document is still challenging due to its diverse patterns (e.g., a query is
usually short and does not have enough contextual information which lead to some diversity of understanding
for users’ needs). Such diverse relevance patterns require an ideal retrieval model to be able to assess relevance.
However, most Neural IR models employ only a few kinds of relevance patterns or only capture diverse relevance
patterns in the perspective of documents. In this work, we propose a Match-Transformer Framework (MTF) for
modeling diverse relevance patterns in the perspective of the query and documents simultaneously. Specifically,
for encoding texts and constructing diverse relevance signals, the MTF applies traditional retrieval features
(e.g., tf-idf) and Transformer module, which are clearer users needing and deeper documents understanding to
some extent. Meanwhile, we employ a special Convolution Network to capture effective matching patterns more
subtle, and a Learning-to-Rank (L2R) algorithm to learn relative position information between documents.
Experimental results on two benchmark collections demonstrate that our approach outperforms most well-
known Neural IR models in ad-hoc retrieval.

Keywords: Neural Information Retrieval · Transformer Framework · Diverse Relevance Patterns · Ad-hoc
Retrieval · Deep Neural Networks.

1 Introduction

The ad-hoc retrieval is a classic retrieval task in which the user specifies his/her information need through a query
which initiates a search (executed by the information system) for documents that are likely to be relevant to the
user [9]. A central question in ad-hoc retrieval is how to learn a generalizable function that can well assess relevance
between a query and documents. In ad-hoc retrieval, the heterogeneity of the query and the documents might be
lead to some challenges, that is, the importance of each query term in the process of inferring users’ needs is unclear
due to the insufficient of contextual information and a large number of terms in a document can also cause great
difficulty in understanding the document [15]. These challenges for relevance judgment lies in that there might be
diverse relevance patterns, which might be highly related to the heterogeneity [5].

Machine learning methods have been successfully applied to information retrieval (IR). Typically, a ranking
function which produces a relevance score given a query and document pair is learned based on a set of human
defined features. However, handcrafting features can be time-consuming, incomplete and over-specified. Recently,
with the development of deep learning, given deep learning should have a major impact on the ad-hoc retrieval,
and there have some exciting breakthroughs. MatchPyramid (MP) [16] takes matching signals (e.g., similarity) at
word-level between query and document as matching evidence, and then combine them with simple neural network
structures (e.g., CNN) to infer final relevance prediction. K-NRM [23] and Conv-KNRM [2] also apply the matching
patterns, but put forward a special network to extract effective signals more subtle. NNQLM-II [25] has designed a
density operator to model the dependency information between text terms, then further used for matching tasks.
HiNT [5] proposes a data-driven method to learn diverse relevance signals at different granularities (i.e., passage-level
and document-wide). However, these models only employ a few kinds of matching patterns or only capture diverse
relevance patterns in the perspective of documents. Meanwhile, the emergence of these works also gives us some
inspiration, that is, these relevance patterns or network structures bring some possibilities to more comprehensively
solve issues caused by the heterogeneity in ad-hoc retrieval.

In this paper, we propose a Match-Transformer Framework (MTF) to model diverse relevance patterns in the
perspective of the query and documents simultaneously for final relevance judgment. Specifically, we firstly combine
word embeddings and the traditional retrieval features (e.g., tf-idf ) for encoding a text into a density operator,
which can solve the issue that users’ needs are unclear caused by the short query to some extent. Unlike HiNT [5]
model, our approach then employs a new simple network architecture Transformer to learn context information,
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which can better leverage language structures to understand the text content especially for documents [3]. Diverse
relevance patterns are accumulated through previous two steps, and we employ the N-gram Window Convolution
Network to capture effective patterns more subtle. Finally, we utilize the Multi-Layer Perceptron (MLP) to generate
the document ranking score, and combine L2R algorithm, which can learn relative position information between
documents, to update the neural network. A series of systematic experiments on TREC collections, Robust-04 and
ClueWeb-09-Cat-B have shown that the model is well performance in ad-hoc retrieval.

Our major contributions of this paper are as follows:

1. Aiming at the matching issue caused by the heterogeneity in ad-hoc retrieval, we for the first time propose a
Match-Transformer Framework to model diverse relevance patterns in the perspective of the query and documents
simultaneously for final relevance judgment.

2. Using this approach, we show a significant improvement over most well-known Neural IR models. We conduct
rigorous comparisons over these models on benchmark collections, and design two comparative experiments to
explore the validity of our model.

The paper is organized as follows: we provide background on Neural IR field and discuss some peer work related
to our model in Section 2 followed by the description of our proposed Match-Transformer Framework in Section 3.
In Section 4, we present the experiments we do to validate our approach, and discuss our results. In Section 5 we
draw some provisional conclusions to our work.

2 Releted Work

In recent years, deep neural networks have led to exciting breakthroughs in speech recognition, computer vision,
and natural language processing (NLP) tasks. Specially, deep neural networks have led to exciting breakthroughs
on ad-hoc retrieval tasks.

Existing Neural IR models can be categorized as representation-focused models and interaction-focused models,
according to their architectures [7, 17, 9]. The representation-focused models map the whole document to a low-
dimensional semantic space, and calculate its distance from the query representation for matching [12]. This kind
of model is mainly concerned with semantic matching, (i.e., identifying the semantic meaning and inferring the
semantic relations between two pieces of text). The matching algorithm based on neural network model is as
follows: DSSM [11], CDSSM [6, 19], and ACR-I [10].

The interaction-focused models abstract the matching features (e.g., similarity) through the local interaction
between a query and document, and then learn the matching degree through neural networks. This kind of model
is mainly about relevance matching, which is more suitable for ad-hoc retrieval since do not train appropriate long
documents representation, and can achieve state-of-the-art performance. Examples include ARC-II [10], Match-
Pyramid [16], DRMM [8], K-NRM [23] and Conv-KNRM [2].

As we can see, these Neural IR models use only a few kinds of matching patterns to support relevance assessment
over documents, and their potential which improves the retrieval performance by capturing diverse relevance patterns
for different query-document pairs is limited in ad-hoc retrieval. Noting the heterogeneity in ad-hoc retrieval,
HiNT [5] proposes a data-driven method to learn diverse relevance signals at different granularities (i.e., passage-
level and document-wide). However, HiNT only captures diverse relevance patterns in the perspective of documents.
Our work, which models diverse relevance patterns in the perspective of the query and documents simultaneously
for judging final relevance, is the further development of HiNT.

3 The Match-Transformer Framework

In this section, we will describe our model for ad-hoc retrieval, which aims to provide an ordered list of documents
based on the relevance of user requirements. Note that our approach mainly models diverse relevance patterns
between the query and documents for document relevance judgment. The model architecture is illustrated in Figure
1. Next, We will describe these components in detail in the follows.

3.1 Model Input

The input to our model is a query-document pair, either the query or document is a list of words which are
represented as integer word indices. All words in queries and documents are encoded in an embedding matrix
E ⊆ R|V |×d, where |V | denotes the size of vocabulary set and d is the dimension of a word embedding.
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Fig. 1: The overall diagram of the Match-Transformer Framework.

In our work, a query is represented as a set of term vectors denoted by Q =
{
wQ

1 , ...,w
Q
n

}
, where wQ

i , i = 1, ..., n

denotes the ith query term vector; a document is represented as a set of document term vectors, which denoted
by D =

{
wD

1 , ...,w
D
m

}
, where wD

j , j = 1, ...,m denotes the jth document term vector. To obtain a unit vector, we
normalize each term voctor (wi ∈ E) as: wi = wi/||wi||2.

3.2 The Construction of Diverse Relevance Patterns

Based on text embeddings obtained in the previous step, we attempt to construct and apply the diverse relevance
patterns between a query and documents for final relevance assessment. As we all know, most word embedding
techniques [14] are essentially a statistical feature based on word co-occurrence, and can be regarded as a kind of
global semantic information. Meanwhile, we also consider the local information provided by the salience of a word
in a text or dataset. Combined with the global and local information, the term embedding can be written as:

SQ
i = gQi (wQ

i ⊕Overlap Embedding(wQ
i , TD)), i = 1, ..., n

SD
j = gDj (wD

j ⊕Overlap Embedding(wD
j , TQ)), j = 1, ...,m

(1)

where Overlap Embedding(wQ
i , TD) denotes a function that returns a confirmation vector if the ith query term

wQ
i is present in document TD, or a negation vector if it doesn’t. In our work, the confirmation vector or negation

vector is a trainable random vector with dimension d × 1, and can be regarded as exact matching information.
The gQi and gDj denote the idf value [22] of the ith query term and the tf-idf value [22] of the jth document

term after in the query candidate document set, respectively. Meanwhile, the coefficient g
(·)
i satisfies the condition∑n

i=1 |g
Q
i |2 = 1,

∑m
j=1 |gDj |2 = 1. The symbol ⊕ denotes summation operation of two vectors.

Inspired by work [20] and [25], we encode a text into a density operator ρ(·), which is calculated by the Out
product Sum operation of the term vectors, for building dependence information between terms in a single text,
especially important for the query.

ρQ =
n∑

i=1

SQ
i · (S

Q
i )T , ρD =

m∑
j=1

SD
j · (S

D
j )T (2)
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The SQ
i (SQ

i )T can be called out product1 of vector SQ
i , and both ρQ and ρD are real symmetric matrices with

dimensional d× d, representing the encoded query Q and document D respectively.
We note that context information is also an extremely important relevance pattern in most NLP tasks [3], so

we introduced a simple network architecture, the Transformer Module inspired by [21, 4], which based solely on
attention mechanisms. More specifically, we use the scaled dot-product attention which combines texts P, keys K
and values V as follows:

σ(P,K, V ) = softmax(
PKT

√
d

)V (3)

where d is the demension of columns of T, K and V. We use the Multi-head version with k heads, as introduced
in [21],

ϕ(P,K, V ) = Concat(head1, head2, ..., headk),

where headi = σ(PWP
i ,KW

K
i , V WV

i )
(4)

and the demensions of parameter matrices are WP
i ∈ Rd×d, WK

i ∈ Rd×d, and WV
i ∈ Rd×d. Based on these, Multi-

head self-attention (i.e., K = V = P) can use the current word to look at other words in its input sequence for
better clues to encode that word.

As shown in the Fig. 1, we apply the Transformer Module to understand and encode a text, especially important
for documents. Firstly, we compute the Multi-head self-attention which maps the operator ρQ or ρD to texts P,
keys K and values V. Then we can apply the Multi-head attention to construct the relevance matching patterns
between the query and document, which can be regarded as an interaction between relevance information in two
texts. This process can be abstracted into a formula:

M = ϕ(ϕ(ρQ,ρQ,ρQ), ϕ(ρQ,ρQ,ρQ), ϕ(ρD,ρD,ρD)) (5)

where the Matching Tensor M with dimension d × d contains not only relecance patterns provided by the term
dependence information, but also relevance patterns provided by context information.

The N-gram Window Convolution Network, which can capture more subtle features [2], applies convolution
filters to compose n-grams relevance features from M. Thus, for each convolution window with each n-gram size
h ∈ {2, 3, 4, 5}, the CNN layer converts M into h-gram embedding Gh:

Gh = CNNh(M),

Pi = φ1(Gi)⊕ (φ2(Gi))
T , i ∈ h

(6)

Gh denotes the output of the convolution layer with filter size h, and |Gh| = F × d× d, where F is the number of
convolution kernels with size h. The function φ1(·) is Col Max-pooling operation which returns a vector consisting of
the maximum value of each column in a second-order tensor, and φ2(·) is Row Max-pooling operation which returns
a vector consisting of the maximum value of each row in a second-order tensor. The Pi with demension F × 1× d
denotes a i-gram embedding after Max-pooling.

After the above steps, we can get the matching features composed of diverse relevance matching patterns:

X = P2 � · · · � P5 (7)

where the symbol � denotes concat operation, and the feature vector X with 1 × (F · d) dimensions will be used
for calculating the final document ranking score.

3.3 Document Relevance Scoring

Ranking Score Prediction Based on effective diverse relevance patterns in the feature vector X , we apply a
MLP to calculate the ranking score:

f(X ) = 2 ∗ tanh(W ·X T + b) (8)

where W and b are the linear ranking parameters to learn, and tanh(·) is the activation function, which is used to
limit the ranking score between -2 and 2.

1 There are two vector a = [1, 0] and b = [0, 1], whose out product can be expressed as a · bT =

[
0 1
1 0

]
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Model Training To learn relative position information between documents, we employ a L2R algorithm (i.e.,
ListNet) to train. The ListNet [1] optimizes the Listwise loss function based on top one probability, with Stochastic
Gradient Descent as the optimization algorithm on our model.

In our work, the training data can be denoted as τ = {(Q,Di, yi)}, where Di, i = 1, 2, ..., N denotes the ith

candidate document of the query Q, and y
(i)
j is the judgment on document Dj with respect to query Q. For the

query Q, we obtain a list of ranking scores with our model z = {Fω(Q,D1), ..., Fω(Q,DN )}, where the function Fω(·)
contains all computation processes in our model, and ω represents all trainable parameters. With Cross Entropy as
metric, the loss for query Q can be:

L(y, z(Fω)) = −
N∑

j=1

Py(Q,Dj) log(Pz(Fω)(Q,Dj)) (9)

where Pz(fω)(xj) is the top one probability, and can be calculated as:

Pz(Fω)(Q,Dj) =
exp(Fω(Q,Dj))∑N
k=1 exp(Fω(Q,Dk))

(10)

It denotes the probability that document Dj will rank first position among a set of candidate documents of the
query Q. The calculation of Py(Q,Dj) is similar to Eq.10. The objective of learning is formalized as minimization
of the total losses with respect to the training data.

4 Experiments

In this section, we conduct experiments to demonstrate the effectiveness of our proposed model.

4.1 Data Sets

To conduct experiments, we use two TREC collections, Robust-04 and ClueWeb-09-Cat-B. The details of the two
collections are provided in Table 1. As we can see, they represent different sizes and genres of heterogeneous text
collections. Robust-04 is a small news dataset. Its topics are collected from TREC Robust Track 2004. ClueWeb-
09Cat-B, on the other hand, is a large Web collection, whose topics are accumulated from TREC Web Tracks
2009, 2010 and 2011. For both datasets, we made use of the title of each TREC topic in our experiments. The
retrieval experiments described in this section are implemented using the Galago Search Engine2. During indexing
and retrieval, both documents and query words are white-space tokenized, lowercased, and stemmed using the
Krovetz stemmer [13].

Table 1: Statistics of the TREC collections used in this study. The ClueWeb-09-Cat-B collection has been filtered
to the set of documents in the 60th percentile of spam scores.

Robust-04 ClueWeb-09-cat-B

Vocabulary 0.6M 38M
Document Count 0.5M 34M
Collection Length 252M 26B
Query Count 250 150

4.2 Baselines and Experimental Settings

We take some traditional retrieval models and some well-known Neural IR models as the baselines.
Traditional retrieval models include:
QL: Query likelihood model [24] based on Dirichlet smoothing is one of the best performing language models.
BM25: The BM25 formula [18] is another highly effective retrieval model that represents the classical proba-

bilistic retrieval model.

2 http://www.lemurproject.org/galago.php

ICONIP2019 Proceedings 43

Volume 17, No. 1 Australian Journal of Intelligent Information Processing Systems



6 Jiang et al.

Table 2: Comparison of different retrieval models over the ClueWeb-09-Cat-B and Robust-04 collections. ∗, §, † and
‡ mean a signifcant improvement over BM25∗, Conv-KNRM§, NNQLM-II† and HiNT‡ using Wilcoxon signed-rank
test p < 0.05, respectively.

Model Name
ClueWeb-09-Cat-B Robust-04

MAP NDCG@20 ERR@20 MAP NDCG@20 ERR@20

QL 0.100 0.224† 0.139 0.253† 0.415† 0.213†

BM25 0.101 0.225† 0.141† 0.255† 0.418† 0.220†

MP 0.066 0.158 0.124 0.189† 0.330† 0.207
NNQLM-II 0.091 0.203 0.132 0.150 0.290 0.236

DRMM 0.113∗† 0.275∗† 0.142† 0.279∗† 0.422† 0.342∗†

K-NRM 0.109† 0.273∗† 0.153∗† 0.262∗† 0.407† 0.341∗†

Conv-KNRM 0.119∗† 0.278∗† 0.165∗† 0.272∗† 0.429∗† 0.352∗†

HiNT 0.125∗§† 0.287∗§† 0.169∗§† 0.276∗§† 0.445∗† 0.359∗§†

BERT-MaxP - 0.293∗§†‡ - - 0.469∗§†‡ -

MTF 0.134∗§†‡ 0.341∗§†‡ 0.216∗§†‡ 0.281∗§†‡ 0.473∗§†‡ 0.366∗§†‡

Neural IR baselines include MatchPyramid (MP) [16], DRMM [8], K-NRM [23], Conv-KNRM [2] and HiNT [5].
MP and DRMM are both interaction-focused models building upon the embedding matching matrix. MP

employs CNNs to get the matching features in the matrix for calculating the ranking score, while DRMM uses
histogram to produce a set of matching signals for final relevance prediction.

NNQLM-II: NNQLM-II [25] has designed a density matrix as matching signals based on word embeddings for
a single sentence, then further used for matching tasks.

K-NRM uses a new kernel-pooling to extract multi-level soft match features from the translation matrix for
the final ranking score. Conv-KNRM applies CNNs to represent n-grams soft matches for generating the final
matching score.

HiNT: HiNT [5] is a data-driven method to automatically learn relevance signals at different granularities (i.e.
passage-level and document-wide), and allow them to compete with each other for final relevance assessment.

BERT-MaxP: BERT-MAXP [3] studies leveraging a recently-proposed contextual neural language model,
BERT, to provide deeper text understanding for IR. The neural ranker predicts the relevance of each passage
independently, and BERT-MaxP means document score is the score of the best passage.

Next, we will introduce the specific experimental configuration.
Term Embeddings: For all the baseline models which require word vectors as input, we use 300-dimensional

word vectors trained with the Continuous Bag-of-Words (CBOW) Model [14]. We discard from the vocabulary all
the terms that occur less than 10 times in the corpus. The out-of-vocabulary terms are randomly initialized by a
uniform distribution in the range of (-0.25, 0.25). In the MTF model, we also apply 300-dimensional word vectors.

Network Configurations: For all baselines, we try both the default configurations in their original paper and
other settings. In our model, we employ h = 3 parallel attention layers, or heads in the Transformer Module. Then,
we use one N-gram Window Convolution Network (with the convolution kernel of size 2,3,4,5 respectively), three
hidden layers in the feed forward matching network (512, 256 and 64 nodes respectively) and one output layer (1
node) for the final matching score.

4.3 Evaluation Methodology

For all the matching models, we adopt a re-ranking strategy for efficient computation. An initial retrieval is per-
formed using the QL model to obtain the top 1,000 ranked documents. The reordered documents are then used
for comparison. For evaluation, the top-ranked 1,000 documents are compared using the mean average precision
(MAP), normalized discounted cumulative gain at rank 20 (NDCG@20), and expected reciprocal rank at rank 20
(ERR@20).

4.4 Retrieval Performance and Analysis

This section presents the performance results of different retrieval models over the two benchmark datasets. A
summary of results is displayed in Table 2.

As we can see, some Neural IR baselines perform significantly worse than the traditional retrieval models,
demonstrating the importance of information (e.g., tf-idf ) from the entire candidate documents. Both MP and
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NNQLM-II work worse than other Neural IR baselines, showing that models designed for single relevance signal
and simple neural network structures cannot handle the diverse matching requirement in ad-hoc retrieval. The
DRMM, K-NRM and Conv-KNRM achieve improved results by designing a special network architecture to extract
more subtle and effective patterns from all relevant signals.

When we look at the HiNT model, we find that above-mentioned baselines can not compete with it. This is
because HiNT not only considers two kinds of relevance matching information (i.e., exact matching and semantic
matching information) simultaneously, but also accumulate passage-level signals into different granularities. We also
notice that the relative improvement of our model on ClueWeb-09-Cat-B over the representative baseline HiNT is
about 0.9%, 5.4% and 4.7% in terms of MAP, NDCG@20 and ERR@20, respectively; on Robust-04, the relative
improvement of MTF over the HiNT is about 0.5%, 2.8% and 0.7% in terms of MAP, NDCG@20 and ERR@20,
respectively. This means that MTF model which takes into account more relevance matching information has greater
potential to improve retrieval performance. At the same time, we compare our model with BERT-MaxP and find that
BERT-MaxP outperforms all baselines on NDCG@20 due to its strong ability to understand context information.
Our model applies Transformer framework and adds more relevance information (e.g., tf-idf and overlap features)
on it, which makes us achieve better performance in ad-hoc retrieval.

4.5 Analysis on MTF Model

We design comparative experiments to explore the validity of our model. Through these experiments, we try to gain
a deeper understanding of the MTF.

Analysis on L2R Algorithms. Typically, the L2R algorithms often used by IR tasks can be classified into
three categories: point-wise, pair-wise and list-wise, and the ability of these three types to learn relative position
information is also gradually improved [1]. Therefore, the selection of the L2R algorithm can have a more significant
effect on the performance of the retrieval model. We explore the performance of several representative models in
different types of L2R algorithms, as shown in Table 3.

Table 3: Comparison of model performance under different L2R algorithms on ClueWeb-09-Cat-B collection.

Model name MAP NDCG@20 ERR@20

Conv-KNRMpoint 0.115 0.264 0.157
Conv-KNRMpair 0.119 0.278 0.165
Conv-KNRMlist 0.121 0.297 0.184

HiNTpoint 0.118 0.268 0.159
HiNTpair 0.125 0.287 0.162
HiNTlist 0.131 0.325 0.193

MTFpoint 0.122 0.273 0.154
MTFpair 0.128 0.311 0.186
MTFlist 0.134 0.341 0.216

In the comparative experiment, we adopt the point-wise algorithm in NNQLM-II [25], the pair-wise algorithm
in Conv-KNRM [2], and the list-wise algorithm used in this paper. Through comparison, we find that our model
always achieves better performance than the other two methods when the same ranking algorithm is applied. We
also note that the application of list-wise algorithm also improves the performance of the other two models. At the
same time, this reflects the validity of the diverse relevance patterns in MTF from the other side, and the ranking
algorithm is only a complementary method of improving retrieval performance. Meanwhile, we also discover a similar
phenomenon in another dataset.

Analysis on the Number of Heads. Since we apply the Transformer framework in our model, we further study
the effect of heads numbers on the retrieval performance. Here we report the performance results on the Robust-04
collection using the numbers of head with 1, 2, 3, 4, 5, respectively. As shown in Fig.2, the performance first increases
and then drops with the increase of head number in terms of MAP, NDCG@20 and ERR@20. The numbers of head
affect the ability of Transformer structure to learn contextual information, and our results suggest that 3 heads are
sufficient for learning context information effective for relevance matching on Robust-04 collection.
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Fig. 2: Performance comparison of MTF over different number of heads on Robust-04 collection.

5 Conclusions and Future Work

In this paper, we propose a Match-Transformer Framework, which can more comprehensively solve issues caused by
the heterogeneity in ad-hoc retrieval, for modeling diverse relevance patterns. Specifically, the MTF can not only
build the relevance signals provided by the dependence information between text terms and context information,
but also extract effective signals more subtle. Meanwhile, we utilize the MLP to generate the document ranking
score, and combine Learning-to-Rank algorithm to update the neural network.

Experimental results on two benchmark datasets demonstrate that our model can outperform all the baseline
models in terms of all the evaluation metrics. Combined with two sets of comparative experiments, we verify the
validity of the diverse relevance patterns in MTF.

For future work, it would be interesting to try other implementation in MTF, e.g., to employ BERT with better
text comprehension ability to learn contextual information. We would also like to expand our model to accommodate
features beyond relevance matching, e.g. PageRank, to help improve the retrieval performance.
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