
A Three-Stage Training Method for Abstractive Summarization

Linqing Shi1[0000−0003−0414−6691], Danyang Liu1[0000−0002−5078−6908], and Gongshen Liu�1[0000−−0001−−5194−−1570]

Shanghai Jiao Tong University, Shanghai Minhang 200240, China
{shilinqing,danyliu,lgshen}@sjtu.edu.cn

https://www.sjtu.edu.cn/

Abstract. Abstractive summarization requires the model to understand the input text before generating the summary. The
main challenges of abstractive summarization include consistency and fluency. In order to make the generated summary con-
sistent with the input text and fluent, we propose a three-stage training method: general corpus pretraining, summarization-
related fine-tuning and end-to-end training. We use the BERT base model as the result of general corpus pretraining. Addi-
tionally, we propose a task named summarization language model (SLM) for the second training phase, which consists of
two parts: for every input pair of sentences, predicting the masked tokens and whether the second sentence is the summary
of the first sentence. The effectiveness of SLM is verified on the encoder-decoder framework. However, the model is very
large and contains too many variables, which consumes a lot of computing resources. In order to reduce the number of
variables, we propose to use only pretrained transformer encoder to generate the summary with three-stage training and
self double-check mechanism. Experimental results on the A Large-Scale Chinese Short Text Summarization Dataset (LC-
STS) and the Annotated English Gigaword datasets show that after SLM, the encoder-decoder framework can outperform
most of the other works, and a single transformer encoder can achieve nearly the same performance with the pretrained
encoder-decoder framework with much fewer variables.
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1 Introduction

Abstractive text summarization is more difficult compared to extractive summarization, because it requires the model first
understand the main idea of original long document or sentence and then generate a concise output based on the main idea.

The key of summarization is to shorten the length and keep the meaning of the input text as much as possible. So the
quality of the generated summary is decided by the length and the consistency. Besides, the generated summary is also a
sentence, it should be fluent and contains no repeating phrases [17]. One of the main factors that limits the performance is that
the corpus used for training is limited. Most of the corpora for summarizations are composed of millions of parallel sentences.

We are inspired by BERT and have designed the pretraining tasks based on the idea of BERT [3]. It is proved that
pretraining with large corpora can improve the performance on many tasks. And it is intuitive to incorporate BERT into
an encoder-decoder framework by substituting the encoder with the BERT. There have been several works about using BERT
to improve the summarization. [23] proposed a strategy about using BERT for abstractive summarization, in which an encoder-
decoder framework is adopted.

However, there are several problems:
1. Although the BERT is pretrained with large corpus, the corpus has nothing to do with summarization. That is to say,

some changes are needed to make the BERT more suitable for abstractive summarization.
2. The BERT is a large model, including a decoder will result in more variables, which may require too much space to run

the model.
In order to make BERT more suitable for summarization, we propose to do SLM before the end-to-end training. That

is, BERT will be trained with the summarization-related corpus. Parallel sentence pairs will be used to train the BERT with
SLM. This thinking is just like [6], in which the model will be trained with three phases: LM pretraining, LM fine-tuning and
classifier fine-tuning. SLM gives consideration to both the architecture of BERT and the pattern of summarization, with two
sentences inputted each time. The performance of summarization is improved because that BERT is pretrained with plenty of
samples, which enables it to represent sentences more aptly, and SLM enables BERT to learn the rule of summarization.

Besides, we propose to use a pretrained transformer encoder with no decoder to generate the summary, which can re-
duce the number of variables, so that much less space is required to run the model. In this work, we make the following
contributions:

1. We propose the summarization language model (SLM), which is used for fine-tuning the BERT to improve the quality
of summarization. Incorporating this training task can improve the performance of the encoder-decoder framework to 41.9
F-score of ROUGE-1 on LCSTS.

2. To address the problem of model size, we propose to generate a summary with only a pretrained transformer encoder.
3. We propose to refine the results generated with a pretrained transformer encoder with self double-check mechanism,

which achieves 41.1 F-score of ROUGE-1 on LCSTS.
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2 Related Work

2.1 Abstractive Summarization

ABS model is based on a neural network, consisting of an attentive convolutional neural network encoder and a neural network
language model decoder [20]. [2] improves this ABS model by replacing the decoder with RNN decoder. [15] adopted an RNN
encoder and an RNN decoder, and provide lexical and statistical features to the encoder. It is proved that copying words from
input sentences can be helpful in the summarization task. [5] improved the model by adding a switch gate which controls
whether to copy from input or generate from decoder vocabulary. [22] propose to adopt a copy mechanism by adding a scalar
weight on the gate of GRU/LSTM. [24] propose a selective encoding model, in which the sentence encoder has a selective gate
network. The model is built with GRU, in which the selective gate network constructs a second level sentence representation
by controlling the information flow from the encoder to the decoder. [11] propose to use a convolutional gated unit to perform
global encoding to improve the representations of the source-side information.

2.2 Transfer Learning

Transfer learning in natural language processing has a long history. In the beginning, word vectors are acquired with un-
supervised learning on large corpora. [1,14,13] proposed strategies of word embeddings, which are used as features in a
downstream model and improve the performance of NLP models significantly. As the high-performance GPU emerged in
recent years, transfer learning is not limited in word vector anymore.

Word embedding is static, consequently, the polysemant may be misunderstood by models. ELMO [18] is pretrained with
the language model task. Instead of static word embedding, ELMO extracts the context-sensitive features with bidirectional
LSTM. ULMFiT [6] divides the training to three phases: general-domain language model pretraining, target task language
model fine-tuning and target task classifier fine-tuning. And some training tricks like gradual unfreezing are proposed. Both
ELMO and ULMFiT are used as features in the downstream tasks.

OpenAI GPT [19] adopted unidirectional transformer, achieved previously state-of-the-art results on many tasks. The
architecture of BERT is a multi-layer bidirectional transformer encoder with hidden blocks each layer. The tasks of pretrain-
ing are masked language model and next sentence prediction, respectively learning the information of the words in a single
sentence and the information between two sentences. It is successful because the corpora can be easily generated from mono-
lingual books, articles, and news. So a large corpus can help to train the large model well. After pretraining, the variables are
saved. Then, during fine-tuning, first restore the model and train the model according to the specific task that how it is used.

3 Model

We focus on how to generate summary with a pretrained transformer encoder, in order to showcase that SLM is useful, an
encoder-decoder framework is also introduced.

A transformer encoder layer consists of a self-attention layer, followed by a feed-forward neural network, the output of
the feed-forward neural network is sent upwards to the next encoder. The self-attention layer can be defined as follows:

Q = X ∗WQ,K = X ∗WK , V = X ∗WV (1)

Z = softmax(
Q ∗KT

√
dk

) ∗ V (2)

in which X is the input matrix and WQ, WK and WV are the weight matrices. dk stands for the dimension of Q, K and V.
Usually, more than one Z matrices are obtained by doing the computation multi-times with different Q, K and V weight

matrices. Then these Z matrices are concatenated to get the final Z matrix with a larger size. This is called multi-head attention.

3.1 Encoder-decoder Framework

The typical architecture of abstractive summarization consists of an encoder and a decoder. A transformer decoder block is
composed of a self-attention layer, an encoder-decoder attention layer and a feed-forward layer.

In order to make use of the power of transfer learning, we substitute the encoder with BERT like Zhang et al [23] proposed
except the mixed objective is omitted and the BERT has been fine-tuned with SLM.
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Fig. 1. The prediction of the language model. All the tokens of the second sentence are masked for prediction.

3.2 Generate the Summary with a Pretrained Transformer Encoder

BERT can inference the masked tokens according to the context. To generate a short summary requires a long sentence as the
input. That is, two sentences are involved. And BERT can hold two sentences, and separate them with the segment encoding.

As shown in Fig 1. During the inference, a long sentence is padded to the maximum sequence length with the [MASK]
token at the rear. By inferring the masked tokens one by one, the summary is generated. And there exist two ways to generate
the whole sentence: natural order, random order.

Generally, sentences are generated in the natural order. When the tokens are inferred in random order, masked tokens
are picked randomly and inferred, which seems strange but it is rational for two reasons. Firstly, the pretraining of BERT is
to randomly choose tokens and replace them with the mask. Secondly, after some inferences, a token can be inferred with
information from both sides. The index is chosen with a normal distribution among which the µ equals half the average length
of the summary in the training set, and µ − σ = 0. When the generated index is negative of the token at the generated index
is already predicted, this index is discarded.

There is a debate about whether BERT can work as a language model to generate a sentence. Some researchers claim that
BERT cannot work as a language model to generate sentences ideally, because BERT is trained to predict only a small number
of masked words. Summarization only requires the model to generate much fewer tokens compared with input. As is shown
in section 6, the ratio between the length of input and the length of the output is very close to 15%. This actually matches the
pretraining process. Besides, some researchers also claim that BERT is a Markov random field language model, and can be
used as a language model to generate sentences [21].

Self Double-check Mechanism Zhang et al [23] adopted summary refine process to refine the draft. It is proved to be
useful because it can help the model to make full use of the information from both sides. We incorporate a self double-check
mechanism to refine the draft generated with the pretrained transformer encoder during the inference phase.

When the tokens are generated, the information that can be referred to is not complete because the summarization process
is going on. Especially the tokens from the right side may be missing, even though most of the tokens are known. To address
this problem, we propose to refine the generated summary. When the pretrained transformer encoder has finished generating
the summary, the self double-check mechanism is executed.

During the self double-check mechanism, both the source text and the generated draft are inputted into the model and
separated with segment embeddings. And the tokens of the generated summary draft is masked one by one. Then the source
text and the generated draft with one token masked are feed to the model. The predict the single masked token is used to
substituted the [MASK] token and update the draft.

4 SLM

As mentioned in the introduction, in order to make BERT more suitable for summarization. we propose to fine-tune BERT
with SLM. Fig 2 shows the scheme of SLM.

Two parts of loss are added together during the pretraining phase of BERT: masked language model and the next sentence
prediction. We keep masked language model. And instead of predicting whether two sentences are consecutive, our model
predicts whether the second sentence is the summary of the first sentence. And this training task is named as summarization
language modeling (SLM).
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Fig. 2. Summarization language model pretraining. The SLM requires parallel sentences. To predict a masked word, the model can acquire
information from the same sentence or from the neighboring sentence. Besides, the model needs to predict the relationship between two
sentences whether the second sentence is the summary of the first one.

During the train, two sentences are chosen from the parallel corpus. Three additional tokens are needed, a [CLS] token
represents the start, a [SEP] token separates two sentences and another [SEP] token is used to mark the end. The length of the
input is the sum of two sentences plus three.

The first part of the loss is computed with the masked language model. Randomly pick 15% of the input tokens, and
replace these tokens with a [MASK] token at a probability of 80%, with a random token at a probability of 10%, keep them
unchanged with a probability of 10%.

The other part of the loss is computed by predicting whether the second sentence is the summary of the first sentence.

Dataset Parallel sentence pairs can only be directly used for end-to-end training. In order to make BERT learns the relationship
between two sentences in the area of summarization. The parallel corpora need to be modified before being used in SLM. After
modifying, the corpora will be augmented.

For every long sentence, three input sequences can be formed. One input sequence is composed of a sentence and its
summary. Besides, two sentences from the summaries that don’t belong to the long sentence are picked and concatenated with
the long sentence to form the sequences. We process data in this way to make the model to pay attention to the relationship
between the two sentences. And the number 3 is chosen with experiments, compared with a summary and a random short
sentence, better performance is achieved with a summary and two random short sentences.

The model needs to predict whether the input is formed with a long sentence and its summary or not, and output the results
from the left-most encoder block at the top layer. That is, the corpus is expanded to two times larger than the original corpus.
The total loss is the sum of the loss of summarization language model and the loss of predicting the relationship between the
two sentences.

L1 = −
M∑
i=1

(m = mi|X),mi ∈ [1, 2, ..., |V |] (3)

L2 = −
N∑
j=1

(n = ni|X), nj ∈ [IsSummary,NotSummary] (4)

Losspre = L1 + L2 (5)

In the above formulas V stands for the vocabulary, M stands for the collection of those masked tokens, n stands for the
collection of relationships, X stands for the input.

5 End-to-end Training

Parallel sentences are used in this phase. The training sample is formed by adding a [CLS] token and a [SEP] token at the start
and the end. Then extend the sequence to the maximum length by adding [MASK] tokens at the rear.

In order to fit the self double-check mechanism, the end-to-end training is modified. The objective contains two parts:
drafting and refining. The source text I = i1, ...is and the generated tokens A are inputted into the pretrained transformer
encoder, in which the generated tokens A may not be continuous at a certain time if the tokens are predicted in random order.
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Each generated sequences will be truncated at the second [SEP]. To calculate the loss of refining, both the long sentence I and
the ground-truth summary A′ are needed. This means, with self double-check mechanism, more training time is required.

Ldraft =

|A′|∑
index=1

−(yindex = y∗index|I, A) (6)

Lrefine =

|A′|∑
index=1

−(yindex = y∗index|I, A′ −A′index) (7)

LEnd−to−end = Ldraft + Lrefine (8)

Among the equations 6-8, yindex stands for the token to be predicted at the position index, y∗index stands for the token of
A′ at the position of index.

6 Experiments

In this section, the dataset, the implementation details, the evaluation metrics, the baselines and the performance of our model
are reported.

6.1 Datasets

The experiments are conducted mainly on two datasets: LCSTS [7] and Annotated English Gigaword [16]. LCSTS, short for
Large-scale Chinese Short Text Summarization is a dataset constructed from the Chinese microblogging website Sina Weibo.
This corpus consists of over 2 million real Chinese short texts with short summaries. The validation set has 10666 sentence
pairs and the test set has 1106 sentence pairs. The Annotated English Gigaword dataset, a well-known English parallel dataset
used for abstractive summarization. This dataset is comprised of headline and the first sentence of the source articles. The
training set consists of 3.8 million sentence pairs. And two test sets are used to verify the performance, including English
Gigaword Test Set and DUC 2004 Test Set. The English Gigaword Test Set contains 1951 sentence pairs, The size of the DUC
2004 Test Set is 500.

We also investigate the length of the input and output. For LCSTS, the average input length of the test set is 101, and the
average output length is 17. The ratio is very close to 15%. For Annotated English Gigaword, the average input length of the
test is 29, and the average output length is 8. The ratio is about 27%, which means that the number of tokens generated is
much smaller than the input. Therefore, it is safe to generate the summary with only a fine-tuned BERT.

6.2 Implementation Details

All of our models are based on the base BERT base model. The vocabulary is the same as BERT, with 30522 WordPiece tokens
for English dataset and 21128 WordPiece tokens for Chinese dataset. As for the optimizer, Adam optimizer is adopted [8] .
During the fine-tuning, the learning rate is 1e-4, and the number of epochs is 5. During the end-to-end training, the learning
rate is 5e-5, and the number of epochs is 3.

6.3 Evaluation Metric

ROUGE [10] is adopted to measure the performance of models. ROUGE is short for Recall-Oriented Understudy for Gisting
Evaluation, which is usually used to evaluate the performance of translation and summarization. To calculate the ROUGE
score, the automatically generated summary is compared with a set of reference summaries, which represents the similarity
between the generated summary and the reference summary. Three different ROUGE scores are computed for every sentence,
ROUGE-1 (unigram), ROUGE-2 (bigram), ROUGE-L (LCS).

6.4 Baseline

As we compare our results with the results of the baseline models reported in their original papers, the evaluation of different
datasets has different baselines.

We introduce the baselines for Chinese dataset LCSTS at first. RNN and RNN-context are the RNN-based Seq2Seq
models [7], without and with attention mechanism respectively. CopyNext is the attention-based Seq2Seq model with the
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Table 1. F-Score of ROUGE on LCSTS

Model R-1 R-2 R-L
RNN 21.5 8.91 18.6
RNN-context 29.9 17.4 27.2
CopyNet 34.4 21.6 31.3
SRB 33.3 20.0 30.1
DRGD 37.0 24.2 34.2
CGU-Seq2Seq 39.4 26.9 36.5
Transformer 36.5 23.0 34.7
BERT + Transformer 40.1 27.6 37.3
BERT + SLM + Transformer 41.9 27.8 38.7
BERT + In-order 36.3 22.7 34.3
BERT + Random-order 36.4 22.7 34.3
BERT + SLM + In-order 36.8 25.8 35.7
BERT + SLM + Random-order 38.6 26.7 36.9
BERT + SLM + In-order + Double-check 40.8 26.9 37.1
BERT + SLM + Random-order + Double-check 41.1 27.7 37.7

Table 2. F-Score of ROUGE on Gigaword

Model R-1 R-2 R-L
ABS 29.6 11.3 26.4
ABS+ 29.8 11.9 27.0
RAS-LSTM 32.6 14.7 30.0
Feats 32.7 15.6 30.6
RAS-Elman 33.8 16.0 31.2
SEASS 36.2 17.5 33.6
DRGD 36.3 17.6 33.6
CGU-Seq2Seq 36.3 18.0 33.8
Transformer 32.6 15.6 30.2
BERT + SLM + Transformer 38.9 21.9 36.7
BERT + SLM + In-order 37.7 20.9 34.3
BERT + SLM + Random-order 37.4 20.8 35.1
BERT + SLM + In-order + Double-check 38.1 21.1 34.7
BERT + SLM + Random-order + Double-check 37.9 20.9 35.1

copy mechanism [4] . SRB is a model that improves semantic relevance between the source text and summary [12]. DRGD is
the conventional Seq2Seq with a deep recurrent generative decoder [9]. CGU-Seq2Seq consists of a convolutional gated unit
to perform global encoding to improve the representations of the source-side information [11].

As for the baselines for English dataset. ABS uses an attentive CNN encoder and NNLM decoder to do the sentence
summarization task, while ABS+ is based on ABS model, which further tune their model using DUC 2003 dataset, resulting
in better results. RAS-LSTM and RAS-Elman are seq2seq models with a convolutional encoder and an LSTM decoder and an
Elman RNN decoder respectively [9]. Feats is a fully RNN seq2seq model with some specific methods to control the vocabu-
lary size.SEASS is a Seq2Seq model with a selective gate mechanism [24]. DGRD and CGU-Seq2Seq are also baselines for
English dataset. And a Seq2Seq model based on the transformer as a baseline is also implemented for both the Chinese and
English Dataset.

6.5 Results

ROUGE F1 for LCSTS Test Set, English Gigaword Test Set and ROUGE recall for DUC2004 Test Set are reported. For
LCSTS Test Set and English Gigaword Test Set, the outputs have different lengths so F1 metric is computed to compare
models. As for the DUC2004 Test Set, the task requires the system to output a summary of fixed length (75bytes), therefore
employing ROUGE recall as the evaluation metric.

Table 1 shows the results on LCSTS dataset, both the performance of recent works and our methods are listed. And we
draw a line to separate our methods from others’ works. For comparison, a non-pretrained transformer is implemented, which
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Table 3. ROUGE recall on DUC2004

Model R-1 R-2 R-L
ABS 26.6 7.06 22.1
ABS+ 28.1 8.49 23.8
Feats 28.4 9.46 24.6
SEASS 29.2 9.56 25.5
Transformer 28.7 9.49 24.6
BERT + SLM + Transformer 29.9 9.61 26.3
BERT + SLM + In-order 28.9 9.53 24.9
BERT + SLM + Random-order 29.7 9.56 25.7
BERT + SLM + In-order + Double-check 30.1 9.67 25.7
BERT + SLM + Random-order + Double-check 29.8 9.64 25.6

is randomly initialized but with the same architecture as BERT and trained as a common transformer. As the third line in the
second part shows that pretraining and fine-tuning with SLM are powerful to improve the performance, which achieves the
best result among all the methods. The last line shows that pretraining and double-check mechanism can reach nearly the same
performance, but it is also very successful because much space can be saved because the decoder is removed.

Table 2 and Table 3 show the results on Gigaword and DUC2004. They are discussed together because both of them are
tested on English test sets and our implemented models are trained with the same train set from Annotated English Gigaword.
The effectiveness of SLM is not elaborated in these two tables because Table 1 has proved it. The second line in the second
part of Table 2 shows that pretraining transformer with BERT’s tasks and SLM is still the most powerful. And the fifth line
in the second part shows that fully pretrained transformer encoder equipped with self double-check mechanism performs the
second best. The second line and the fifth line in Table 3 shows that fully pretrained transformer encoder equipped with self
double-check mechanism can perform the same or even better than fully pretrained transformer with fewer variables.

Ablation Studies The results in Table 1 fully proved the effectiveness of pretraining.
The first three lines are all about the encoder-decoder framework. Without any pretraing, transformer performs not as good

as when it is pretrained. Comparing the second line and the third line, it is safe to draw the conclusion that SLM is able to
further improve the performance. The last six lines are all the results of transformer encoder. Without any pretraining, the
performance is the worst. After incorporating SLM, the performance is improved obviously when the tokens are predicted in
random order. Additionally, with self double-check mechanism, the performance can be improved to nearly the same as the
highest score listed in the third line. Besides, the effectiveness of self double-check mechanism is also verified in table 1, table
2 and table 3.

Effectiveness of Pretraining The results show that pretraining is effective to improve the performance of summarization.
Our pretraining task SLM includes two parts: predicting the masked token and predict whether the second sentence is the
summary of the first sentence. This task is effective to improve the performance because predicting the masked tokens helps
the models to generate more fluent sentence by referring the neighboring information and predicting the relationship can help
the model to learn the relationship of the summary. When the input example is comprised of two sentences and the second
sentence is the summary of the first sentence, predicting the tokens means that information from the other sentence can be
learned by the models.

7 Conclusion

In this paper, we propose to improve the quality of abstractive summarization with pretraining. The model will go through
three phases of training before it is used to generate the summary: pretraining to be BERT, fine-tuning with a summarization-
related task SLM and end-to-end training. SLM is verified to be effective to improve the performance on all the test sets.
In order to compress the space required during running, we propose to generate the summary with only a pretrained and
fine-tuned encoder. And it can generate summary nearly the same as pretrained transformer when it is equipped with self
double-check mechanism. We evaluate our model on LCSTS and the Annotated English Gigaword, the experimental results
show that compared to previous systems our approach effectively improves the performance.
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